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gobierno Catalán. También deseo agradecer al departament de Informàtica i
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Chapter 1

Introduction

The main objective of this thesis is to apply hardware and software techniques
to improve the generation of global lines used in Monte Carlo methods to solve
the radiosity problem.

1.1 Radiosity and Monte Carlo Methods

Some of the most common techniques in global illumination are the radiosity
methods [2, 14, 15, 16, 20, 22, 37, 54, 55, 64]. These methods use a simpli-
fied version of the rendering equation [23], where all surfaces in the scene are
discretized to patches and all the patches are considered diffuse.

The Monte Carlo method [21, 56] is a way to resolve the radiosity equation.
Monte Carlo approaches use random lines to distribute the light power in the
scene. The high computational cost is a drawback of these methods. This is
due to the computation of the intersections that the lines make with the scene
and the many lines needed for an acceptable accuracy.

Monte Carlo methods can be classified as local and global ones. In local
methods the random lines are cast from an element of the polygonal mesh (a
patch) and only the first intersection of the lines with the scene is considered
(see figure 1.1(left)).

On the other hand, in global Monte Carlo methods the lines are global to the
scene and all the intersections that a line makes with the scene are used. The
advantage of global lines is that a single line helps to exchange energy between
all pairs of face to face intersected patches (see figure 1.1(right)).

The multipath algorithm, described in [49, 46], is a member of the family
of global line methods, which have seen a further development in [2, 4, 57, 62].
Next, we present our objectives and give an overview of the dissertation.

1.2 Objectives

The objective of this thesis is to obtain a set of new algorithms in order to reduce
the computational cost of casting random global lines by applying software and
hardware techniques.

In [49, 46] the multipath method was implemented with bundles of parallel
rays, but the coherence properties have not been exploited. The bundles of

1
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A

B
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P3

P2

P1

P4

P3

P2

P1

Figure 1.1: (left) local line cast from patch P1; we use only the first intersected
patch (P2). (right) global line, cast between point A and B. Two pair of face
to face intersected patches [P1, P2] and [P3, P4] are used to transfer energy.

parallel lines can be created in several ways. We have focused in this thesis on
different software and hardware techniques in order to improve the creation of
these bundles.

On the other hand, in global illumination methods, a first step to distribute
the direct illumination into the scene (a first shot) has to be used. The idea of
the first shot is to smooth the radiosity of the scene so that a global line method
can compute, using global lines, the interreflection more efficiently. As part of
this thesis objective an improvement of the first shot is presented.

1.3 Overview

Next we present the chapters of this dissertation.

1.3.1 Chapter 2. Previous Work

In this chapter the principles of global illumination are reviewed. We also re-
view the most common techniques in global illumination, including the radiosity
methods, and more specifically the Monte Carlo techniques. In this dissertation
most of the research is built on the Multipath method which is a global line
Monte Carlo technique.

1.3.2 Chapter 3. Extended First Shot

To overcome the inefficiency of the first shot algorithm for the case where direct
illumination reaches only a small part of the scene, we have presented in [7]
a new algorithm called extended first shot. The new algorithm distributes the
power using local lines not only from the primary sources. In the first step of
the new algorithm, we smooth the radiosity of the scene casting rays from the
sources (we leave in them some energy undistributed in order not to waste the
lines used in the global step, when they hit the original sources). After this first
step, we use the patches that received energy from the sources like new sources
and apply the first shot anew (leaving again some energy undistributed, and
distribute only from patches with unsent energy greater than a predetermined
threshold). This process is repeated until the unsent energy of all the patches
is below a given threshold or after a predetermined number of steps.
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1.3.3 Chapter 4. Adaptive Multipath

We have proposed in [27] a new algorithm that uses a general purpose polygon
filling algorithm, like the painter’s algorithm [18, 61], in order to create a bundle
of parallel global lines. Every pixel (of the projection plane) simulates a global
line because all the patches that are projected in the same pixel are used in order
to compute the exchange of energy between them. A heuristics for the number
of bundles and optimal patch/pixel size ratio is obtained in order to improve the
final result. The adaptiveness of the method is given by importance sampling the
projection directions. Directions transporting more power are more frequently
sampled. Small polygons or patches (less than pixel area) are dealt well with a
Russian roulette like method.

1.3.4 Chapter 5. Parallel Implementation of the Global
Line Method

Monte Carlo methods are primary candidates for parallelization, given their
intrinsic decomposition properties in independent subtasks.

We have implemented a parallel version of the multipath method. In [26] we
have used a virtual shared memory SGI Origin 2000 computer to parallelize our
algorithm. This allows us to have just one copy of the scene for all processors.

In [30] we have presented a parallel implementation of an iteration type
global illumination algorithm. The steps of the iteration depend on each other,
thus their parallel implementation is not straightforward. A theoretical model
for the analysis of the efficiency and to find the optimal configuration for the
iteration type algorithm has also been presented. Our implementation solves
the interdependency problem by applying stochastic iteration.

1.3.5 Chapter 6. Representative Projection

As a depth buffer can not be used to keep a list of intersections along depth
of the polygons that are projected, we can not use it in a naive way to imple-
ment a global illumination algorithm. For this purpose, we have developed a
new algorithm. Suppose that in a scene we generate a global random direction.
This direction defines the Z-axis of the scene. Let us generate a random plane
orthogonal to the Z-axis and run two depth buffers (with opposite viewing direc-
tion) on this plane to include the projection of all patches. After the projection
step all visible patches are represented by at least one pixel. Reading back the
images we have a set of mutually visible pixels which can be used to exchange
energy. This algorithm will allow us to implement in hardware the global line
Monte Carlo algorithm.

We have implemented in [28] the algorithm presented above using a double
projection plane (depth buffer) for each random direction. In [29] we have pre-
sented a variant using several projection planes for the same random direction.
The aim is to exploit coherence between projection planes for each iteration in
order to improve the efficiency.
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1.3.6 Chapter 7. Conclusions and Future Work

In this chapter we present our conclusions and the main contributions of this
dissertation. The lines of our future work are also presented.



Chapter 2

Previous Work

In this chapter the principles of global illumination, radiosity methods and the
Monte Carlo Techniques are reviewed. Also the Multipath algorithm, a Monte
Carlo radiosity algorithm based on global lines, and on which is based most of
the research in this dissertation, is explained.

2.1 Principles of Global Illumination

The aim of all global illumination methods is to simulate the light propagation in
a scene in order to obtain a realistic image [19]. To this end global illumination
methods, based on the rendering equation, compute the single reflection of the
light many times to simulate the multiple reflections.

2.1.1 The Rendering Equation

The light transport in a closed vacuum environment (or scene) is described by
the Rendering Equation [23].

L(x,w) = Le(x,w) +

∫

S

ρ(x,w,w′)L(x′, w′)G(x, x′)dA′ (2.1)

where:

• x, x′ are two surfaces points,

• w and w′ are outgoing directions at x and x′, respectively,

• dA′ is a differential area at point x′,

• L(x,w) is the total exiting radiance (reflected+emitted) at point x in the
direction w,

• Le(x,w) is the emitted radiance at point x in the direction w,

• ρ(x,w,w′) is the Bidirectional Reflectance Distribution Function (BRDF,
see figure 2.1 and section 2.1.2),

5
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• G(x, x′) is a geometrical term, equal to V (x,x′) cos θ cos θ′

|x−x′|2 , where θ, θ′ are

the angles between the directions w,w′ and the normals at points x, x′,
and V (x, x′) is a visibility function, equal to 1 if x and x′ are mutually
visible and 0 otherwise,

• S is the set of surface points.

The rendering equation describes the energy exchanges between all surfaces
and the final result is the distribution of light at every point of the environment.

2.1.2 Bidirectional Reflectance Distribution Function

All materials have different behavior when reflecting light, which explains why
they have different appearance when we look at them. The concept of reflectance
describes the reflecting properties of materials, and specifies the behavior of the
reflected light for a given material.

The most general expression of the reflectance is the bidirectional reflectance
distribution function (BRDF). This function describes the distribution of the
reflected light. The BRDF is defined as the ratio of the radiance in the outgoing
direction and the radiant flux density (irradiance) in the incident direction.

In this dissertation we consider a BRDF where the reflection does not depend
of the outgoing direction. Thus the reflectance is the same in all directions (see
figure 2.1) and also, the illumination of the surface does not depend on the
point of view of the observer. All the surfaces that have this behavior are called
diffuse or Lambertian.

Figure 2.1: Diffuse reflection, where the reflection does not depend of the
outgoing direction.

2.1.3 The Radiosity Equation

For a closed environment and diffuse surfaces we have from equation(2.1):

L(x) = Le(x) +

∫

S

ρ(x)L(x′)G(x, x′)dA′ (2.2)

This is the Rendering equation for diffuse surfaces, where
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• x, x′ are two surfaces points,

• dA′ is a differential area at point x′,

• L(x) is the total exiting radiance (reflected+emitted) at point x,

• Le(x) is the emitted radiance at point x,

• ρ(x) is the reflectance at point x, independent of the incoming and out-
going directions (diffuse reflectance),

• G(x, x′) is a geometrical term,

• S is the set of surface points.

If we integrate L(x) on the whole hemisphere Ωx of the outgoing directions
wx at point x, we obtain the total outgoing flux over the hemisphere per unit
area:

B(x) =

∫

Ωx

L(x) cos θxdwx = L(x)

∫

Ωx

cos θxdwx = πL(x) (2.3)

where

• B(x) is the radiosity at point x (power per unit area)[16, 19, 55],

• θx is the angle between the direction wx and the normal at point x,

• dwx is the differential solid angle containing the direction wx,

The radiosity equation is obtained from equation (2.2) using (2.3):

B(x) = E(x) +
ρ(x)

π

∫

S

B(x′)G(x, x′)dA′ (2.4)

where

• B(x) and B(x′) are the radiosities at points x and x′, respectively, [W/m2],

• E(x) is the total self-emitted flux per unit area and is called the emittance
at point x, [W/m2], E(x) =

∫

Ωx
Le(x) cos θxdx,

• ρ(x) is the diffuse reflectance at point x.

The equation (2.4) can also be written in the following way [55]:

B(x) = E(x) +
ρ(x)

π

∫

Ωx

B(x′) cos θxdwx (2.5)

where

• dwx = cos θx′

|x−x′|2 dA
′ is the differential solid angle at x.
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2.1.4 Discrete Radiosity Equation

One way to solve equation (2.4) is applying the finite element approach. The
environment (or scene) surfaces are divided into elements called patches. We
take radiosities, emittances and reflectances constant over a single patch. Thus
the integral equation (2.4) becomes the following system of equations [20]:

Bi = Ei + ρi

np
∑

j=1

FijBj (2.6)

where

• Bi is the radiosity of patch i, [W/M 2],

• Ei is the emittance of patch i, [W/M 2],

• ρi is the diffuse reflectance of patch i,

• Bj is the radiosity of patch j, [W/M 2],

• Fij is the form factor (it is a geometrical relationship between patches i
and j, see equation 2.7 in section 2.1.5),

• np is the total number of patches of the scene.

The radiosity method consists of solving the system of linear equations (2.6).
Observe that coefficients Fij are in general unknown. The critical point in this
system is thus the computation of form factors that involves the visibility queries
(see next section).

2.1.5 The Form Factor

The form factor (equation 2.7), a pure geometrical term, has a simple physical
interpretation. Fij is the proportion of the total power leaving patch Pi that is
received by patch Pj , [55]. The form factor is given by

Fij =
1

Ai

∫

Ai

∫

Aj

V (xi, xj) cos θi cos θj
π|xi − xj |2

dAjdAi

=
1

Ai

∫

Ai

∫

Aj

F (i, j)dAjdAi (2.7)

where

• Ai and Aj are the surface areas of patches i and j, respectively,

• xi and xj are points on the surfaces Ai and Aj , respectively,

• θi and θ′j are the angles between the line that joins dAi and dAj at points
xi, xj respectively, and the respective normal vectors,

• F (xi, xj) =
V (xi,xj) cos θi cos θj

π|xi−xj |2
is the point to point form factor (see figure

2.2).
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Figure 2.2: Form factor geometry.

Note that form factors only depend on the geometry of the scene. We can
also consider the form factor as a integral over the hemisphere instead of over
the patch j. Since the differential of solid angle is dω =

cos θj

|xi−xj |2
dAj , we have

the patch to hemisphere form

Fij =
1

Ai

∫

Ai

∫

Ω

cos θi
π

Vj(xi, ω)dωdAi (2.8)

where Vj(xi, ω) is the binary visibility function that indicates if patch j is visible
from xi in direction ω. This form is useful to compute at once all the form factors
from patch i. Since dω can be expressed in polar coordinates as sin θdθdψ, this
integral can also be expressed as

Fij =
1

πAi

∫

Ai

∫

θ

∫

ψ

Vj(xi, θ, ψ) cos θ sin θdθdψdAi (2.9)

where Vj(xi, θ, ψ) is equal to 1 if patch j is visible from dAi in direction (θ, ψ),
and 0 otherwise.

Form Factor Properties

The form factor has the following properties:

• Energy conservation
∑np

j=1 Fij = 1, ∀i

• Reciprocity AiFij = AjFji, ∀(i, j)

• Additivity Fi(jUk) = Fij + Fik where i, j, k are three different patches.

The reciprocity relation allows a new formulation of the radiosity equation
(2.6) considering power instead of radiosity. The power equation (2.10) makes
more evident the physical meaning of form factors, because it multiplies Pj , the
outgoing power from patch j, by form factor Fji, this is, the fraction of the
power leaving patch j that reaches patch i:
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Pi = φi + ρi
∑

j

FjiPj (2.10)

where

• Pi is the outgoing power of patch i, Pi = BiAi

• φi is the emitter power of patch i (only non-zero if i is a source), φi = EiAi

There is no closed form solution for form factors (except for very simple
shapes without occlusions), thus deterministic numerical solutions have been
developed. In the computation of the radiosity equation form factors are the
most costly step and there are different methods in literature in order to compute
them [16, 19, 55]. For example, in [15] a coarse approximation is presented, the
hemicube method, in which patch i is covered by a hemicube subdivided into
pixels. Patch j is then projected over this hemicube.

Methods that compute and store the form factors and later solve the equation
system are referred to as full matrix methods, but in most radiosity algorithms
either it is enough to compute one row at a time (progressive methods [65]) or it
is not necessary to explicitely compute the form factors (Monte Carlo methods
[32, 49, 60]), avoiding in this way the O(n2) storage requirements.

2.2 Monte Carlo Methods

2.2.1 Basic concepts

Random variable, probability density function (pdf) and distribution
function

A random variable X is a variable whose value is not deterministic but stochas-
tic. We distinguish between discrete and continuous random variables. For
a continuous random variable, there exists a continuous and positive defined
function f(x) that describes the probability of variable X to take values. More
formally, we have

Prob(a ≤ X ≤ b) =

∫ b

a

f(x)dx (2.11)

being equal to 1 the integral between −∞ and +∞. Such a function f(x) is
referred to as the probability density function (pdf) of random variable X . We
also define the distribution function F (x) of X as

F (x) = Prob(X ≤ x) =

∫ x

−∞

f(u)du (2.12)

Note that the derived function of the distribution function F (x) is the pdf
f(x). The idea of pdf and distribution function can be extended to higher di-
mensional integration domains. A pdf most used in Monte Carlo is the constant
one. A random variable has uniform distribution if its pdf is constant on its
domain.
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Expected value of a random variable

Given a continuous random variable X , with pdf f(x), we define its expected
(or mean) value1 in the following way

Ef (X) =

∫ +∞

−∞

xf(x)dx (2.13)

The concept of expected value can easily be extended to higher dimensions.
Next we enumerate some properties of the expected value, X and Y being
random variables.

E(cX) = cE(X) ∀c ∈ R (2.14)

E(X + Y ) = E(X) +E(Y ) (2.15)

E(XY ) = E(X)E(Y ) if X and Y indep. (2.16)

E(g(X)) =

∫ +∞

−∞

g(x)f(x)dx (2.17)

From the first two properties (2.14,2.15) we have that the expected value is
a linear operator. Third property (2.16) is valid if X and Y are independent.
Last property (2.17) establishes the expected value for a random variable g(X)
defined as a function of X .

Variance of a random variable

Given a continuous random variable X , we define its variance2 as

V (X) = E((X −E(X))2) (2.18)

This means that the variance is the expected value of the quadratic error.
The variance is a measure of dispersion of the random variable. Next we enu-
merate some properties of the variance, X and Y being random variables

V (X) = E(X2)−E2(X) (2.19)

V (X + Y ) = V (X − Y ) = V (X) + V (Y ) if X, Y indep. (2.20)

1We will drop the subindex f , for notation simplicity, when the context is clear.
2Notation σ2 is usually used for the variance, and σ is named the standard deviation or

standard error.
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V (cX) = c2V (X) ∀c ∈ R (2.21)

If the random variables X and Y are not independent,

V (aX + bY ) = a2V (X) + b2V (Y ) + 2ab Cov(X,Y ) ∀a, b ∈ R (2.22)

where Cov(X,Y ) = E(XY −E(XY )).

Estimating the expected value of a random variable

In practice, we have random variables from which we do not know their ex-
pected value. It is possible to estimate this expected value taking samples from
the random variable and calculating their arithmetic mean. The mean of a set
of samples from X is an estimator of its expected value E(X). Moreover, if
we consider the random variable resulting of taking the mean of a set of sam-
ples from X , its expected value is equal to E(X). Indeed, taking N variables
identically distributed with expected values µ and variance σ2, the new random
variable X = 1

N

∑N
i Xi will have by equations (2.14) and (2.15) as expected

value E(X) = µ and by equations (2.20) and (2.21) variance V (X) = 1
N
σ2.

2.2.2 Monte Carlo methods

The Monte Carlo methods [21] are stochastic methods that solve mathematical
problems by means of the simulation of random variables. Basically, the idea is
to obtain a sequence of independent random samples from an uniform random
variable and to consider the mean of the results. The Monte Carlo method is
used to estimate integrals for which no analytic solution can be found. This is
referred to as Monte Carlo integration.

More accurately, the Monte Carlo method allows to integrate a function g(x)
on a domain D by generating a sequence of independent samples on D according
to a probability density function (pdf) f(x). The value of the integral can be

seen as the expected value of the random variable g(x)
f(x) with pdf f(x) (2.23),

and this can be estimated by sampling the variable on D using f(x) as pdf,
obtaining the unbiased estimator (2.24):

I =

∫

D

g(x)dx =

∫

D

g(x)

f(x)
f(x)dx = Ef

[

g(x)

f(x)

]

(2.23)

I ≈ IN =
1

N

N
∑

k=1

g(xk)

f(xk)
(2.24)

The samples on D according to the density function f(x) are usually ob-
tained from the inverse of the distribution function F (x) (2.12). This procedure
is known as inversion method [36], and consists of computing the sequence of
samples xk from F−1(ξk). < ξk > is a sequence of realizations of independent
random variables with uniform distribution in [0, 1)d, d being the dimension
of the integration domain. In practice, such a sequence < ξk > can be ob-
tained from the values, in the unit interval, provided by the computer random
generator.
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2.2.3 Error in Monte Carlo integration

Monte Carlo methods are probabilistic, based on sampling values from random
variables. The value of the integral is seen as an expected value, and variance
must be considered. Let us consider we are integrating a square integrable
function, that is, a function that belongs to L2 [36]. Then the error in the

Monte Carlo estimation (or convergence rate) is proportional to N− 1

2 , where N
is the number of samples taken. As an example, this means that the number
of samples has to be multiplied by 100 to reduce the error by one order of
magnitude. The variance for the estimator (2.24), that is, the expected value
of the quadratic error, is given by

V (IN ) =
1

N
(

∫

D

g(x)2

f(x)
dx− I2) (2.25)

2.2.4 Importance sampling in Monte Carlo

We can see in equation (2.25) that the variance depends on the probability
density function f(x) used in the Monte Carlo sampling. It can be shown that

the minimum variance is obtained taking f(x) = |g(x)|
I

[24]. Since the value of
the integral, I , is unknown, density functions that mimic the integrand have
to be used. These functions are called importance functions. The sampling
according to these importance functions is called importance sampling. In other
words, importance sampling consists of sampling more points in the regions
where |g(x)| is greater. This technique is widely used in Monte Carlo methods.

2.3 Monte Carlo applied to radiosity

Monte Carlo methods are widely used in several areas of science like biology,
chemistry, economy, etc. In this thesis we are interested in the application of
Monte Carlo methods to computer graphics, and, specifically, to radiosity.

Monte Carlo methods have been widely used in the context of radiosity [3, 17,
32, 34, 44, 49, 51, 59]. We have to distinguish between Monte Carlo algorithms
that explicitely compute the form factors and Monte Carlo algorithms that do
not compute the form factors. Note that, in the first case, once the form factors
have been computed the radiosity system of equations must be solved, and, also,
explicit computation of form factors presents O(n2) storage requirements, being
n the number of patches in which the environment is discretized. The second
kind of algorithms simulate the paths of the light particles or, in the case of
progressive radiosity, compute at once only a row of form factors.

In both cases, computing or not form factors, Monte Carlo methods estimate
the value of the radiosity integrals by generating random lines from suitable
density functions. Random lines can be generated according to two different
approaches [2, 46]. In local line Monte Carlo or local Monte Carlo (see figure
2.3(right)) lines are cast in a local way, that is, they are cast from the surface
of a given patch in the scene. In global line Monte Carlo or global Monte Carlo
(see figure 2.3(left)) lines are not related to a given patch, but they are related
to the whole scene. Each line contributes to the simulation of several particle
paths (or to the computation of several form factors).
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Figure 2.3: From left to right, global line and local line Monte Carlo.

Note that the main difference between local and global lines is that in a local
line approach we are only interested in the nearest intersection. Conversely, in
a global line approach all intersections with the scene are considered, obtaining
in this way an ordered list of intersections (see Fig. 2.4), so that each segment
of the line is considered as a ray that leaves a surface and lands on another,
doing the same job as lines in local Monte Carlo.

In any case, the core of the Monte Carlo algorithms applied to radiosity is
the Monte Carlo evaluation of the form factor integral. For this purpose we
need a suitable density of lines. Several approaches can be seen in the following
sections. A complete exposition about this issue can be found in [46].

2.3.1 Monte Carlo evaluation of the form factor integral:
local approaches

Our aim is to obtain a density of lines suitable for the estimation of the form
factor integral. As previously seen, the Monte Carlo method needs a probability
density function (pdf) f(x) to generate the samples. The value of the integral

becomes the expected value of the random variable g(x)
f(x) , and it can be estimated

by generating N samples and computing their average. Next we consider three
different approaches in which different pdf’s have been used.

Area integral

We consider the form factor equation (2.7). Note that we are integrating over the
areas of the patches. Monte Carlo integration needs a pdf (probability density
function) to generate the samples. Using an uniform pdf f1(x, x

′) = 1
AiAj

corresponds to uniformly sample points x and x′ over the surfaces of the patches
i and j, respectively. ForN such samples of pairs (x, x′), the form factor integral
is approximated by (2.26). Note that no importance sampling is done.

Fij ≈
1

N

N
∑

k=1

1

πAi

V (x,x′) cos θk cos θ′

k

r2

1
AiAj

=
Aj
πN

N
∑

k=1

V (x, x′) cos θk cos θ′k
r2

(2.26)
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patch ipatch i

Figure 2.4: From left to right, local (to patch i) line and global line.

Thus, expression (2.26) allows to estimate form factor Fij by sampling local
lines between patch i and patch j.

Hemisphere integral

A second approach considers the hemisphere integral (equation (2.9)) instead of
the area integral. Remember that Vj(x, θ, ψ) indicates if the patch j is visible or
not from point x in direction (θ, ψ). Taking again an uniform pdf f2(θ, ψ, x) =

1
π2Ai

, the Monte Carlo estimation of this integral is expressed as (2.27). This pdf
corresponds to uniformly sampling a point x on patch i and a direction (θ, φ) in
the hemisphere over patch i. That is, if ξ1, ξ2 are two random numbers obtained
from an uniform distribution on [0, 1), (θ, ψ) can be obtained as (π2 ξ1, 2πξ2).

Fij ≈
1

N

N
∑

k=1

1

πAi

Vij(xk , θk, φk) cos θk sin θk
1

π2Ai

=
π

N

N
∑

k=1

Vj(xk, θk, φk) cos θk sin θk

(2.27)
Note that this approach allows us to compute at once all the form factors

from patch i by sampling local lines from this patch, but no importance sampling
is done.

Hemisphere integral with importance sampling

Importance sampling consists of using probability density functions (pdf) that
resemble the integrand. If we consider the hemisphere integral in equation (2.9),
an appropriate pdf is f3(θ, ψ, x) = cos θ sin θ

πAi
. Now the Monte Carlo estimation

of the integral is expressed in equation (2.28)

Fij ≈
1

N

N
∑

k=1

1

πAi

Vj(xk , θk, φk) cos θk sin θk
cos θk sin θk

πAi

=
1

N

N
∑

k=1

Vj(xk , θk, ψk) (2.28)

that is, the number of hits on patch j divided by the total number of samples.
Note that in this way the form factor Fij can be interpreted as the probability
of a line that exiting patch i lands on patch j.

This pdf corresponds to the product of three independent terms:
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f3(θ, ψ, x) =
cos θ sin θ

πAi
= f1

3 (x)f2
3 (ψ)f3

3 (θ) =
1

Ai
×

1

2π
× 2 cos θ sin θ (2.29)

If we integrate these pdf’s, we obtain the distribution functions according
to which we sample the values. In the case of 1

Ai
, the distribution function

corresponds to uniformly sampling a point on the area Ai. In the case of 1
2π , it

corresponds to uniformly sampling an angle ψ between 0 and 2π. In the last case,
if we integrate 2 cos θ sin θ we obtain F (θ) = sin2 θ = 1− cos2 θ. It corresponds
to sampling angle θ from a sin2 distribution (which in fact is equivalent to a cos2

distribution). That is, sin2 θ is uniformly distributed, so we have to calculate
arcsin(

√

(ξ)), where ξ is a random value obtained from an uniform distribution
in [0, 1).

2.3.2 Monte Carlo evaluation of the form factor integral:
global approach

Form factors can also be estimated using a Monte Carlo global approach pre-
sented in [44, 46, 48]. This algorithm is based on integral geometry. Integral
geometry allows us to establish an analogy between measures of sets of lines
and form factors.

patch c

patch l

patch s

patch o

patch p

patch f

Figure 2.5: The list of intersected face to face patches is [c,l], [s,o] and [p,f].

As seen in the previous section, form factor Fij can be considered as the
probability of a line that exiting patch i lands on patch j. In terms of measures
of sets of lines, it can be considered as the quotient between the measure of the
set of lines that cross both patches i and j and the measure of the set of lines
that cross patch i. The method proposed in [44] is based on this fact, and uses
Laplace’s Rule to compute this probability, namely, the proportion of the lines
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that exiting patch i land in patch j. The difference with the third local approach
(equation 2.28) is that in this case global lines, instead of local lines, have been
used, avoiding the waste of work typical of local approaches, in which only the
closest intersection is employed: in the global approaches every intersection is
used. In [46] it is shown that a global density of lines in the sense of integral
geometry, that is, homogeneous and isotropic, submits on each patch the same
density of lines obtained in the third local approach (see section 2.3.1). This
global density of lines can be obtained in several ways, for instance sampling
uniformly pairs of random points on the surface of a sphere that embodies the
whole scene.

An estimator for the form factor Fij can be computed in the following way.
For each global line, we compute an ordered list of intersected patches. Then,
we group the patches in the list of intersections in visibility pairs (figure 2.5).
For every patch i in the scene, we have a counter of its number of intersections,
ri. For every pair of patches (i, j) we also have a counter of the number of lines
that intersect both, rij . Then, the estimator of form factor Fij is the ratio of
the lines intersecting patch i that next intersect patch j:

Fij ≈
rij
ri

(2.30)

The estimation of form factors in both approaches (local and global) can
be observed in Figure 2.6. Note that in the global approach (right) lines con-
tribute to the estimation of the form factors from all patches, whereas in the
local approach (left) lines contribute only to the estimation of the form factors
from the patch where they are cast. This is the main difference between both
approaches.

i i

k k

jj

Fij= 3/8 Fik= 2/8 Fij= 4/7 Fik= 2/7 Fkj= 1/3

Figure 2.6: From left to right, form factors with local lines from patch i and
global lines from all patches.

Another Monte Carlo approach to the estimation of form factors can be found
in [39]. This is another global line based algorithm in which area projection is
used.
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2.3.3 Monte Carlo simulation of the light particles

Another kind of Monte Carlo radiosity algorithms simulates the trajectory of
the light particles (photons) instead of computing first the form factors and
then solving the radiosity system. Particle transport techniques were first used
in Radiative Heat Transfer and introduced afterwards in the radiosity context.
The first Monte Carlo radiosity approaches, like [51] and [31, 38] work in this
sense. Note that these algorithms are in fact random walks [21, 24, 42, 53].

Pattanaik [38] presents a local approach that simulates the particle model
of photons using random emission points and directions. Each particle bounces
between the surfaces in the scene until absorbed. For each bounce the particle
is either absorbed or rejected according to random sampling and the BRDF of
the reflection surface. If the particle is reflected, the outgoing photon flux of the
surface is updated, and a new reflection direction has to be sampled. Note that
the exiting point in the reflection surface is only sampled the first time, that is
in the light sources. In the rest of bounces they use the intersection point as
exiting point. The surface illumination is determined by finding the photon flux
per area at different wavelengths. This depth first algorithm is valid not only
for radiosity but also in the general global illumination context. A variation of
this algorithm is when the exiting point can also be randomly obtained on each
hit [46].

Another local Monte Carlo algorithm simulates the particle paths using a
breadth first approach [17]. Each iteration of this algorithm corresponds to one
bounce of all the light particles, that is, first iteration expands the primary
power (first bounce), second iteration expands the second order power (second
bounce) and so on. The process ends when the unshot power falls under a
prefixed threshold. Each iteration must expand, for each surface in the scene,
the unshot power by generating a number of random rays proportional to this
unshot power. For each ray the exiting point and the outgoing direction must be
sampled. There exists also other variants of local Monte Carlo particle tracing
algorithms.

Note that in fact both depth first and breadth first algorithms correspond to
the same simulation of the exiting power. In other words, they can be considered
as the same algorithm. This algorithm obtains the random local directions in
the same way that in the previously seen third local approach (equation 2.28)
to estimate form factors.

2.4 The Multipath method

The Multipath method, introduced in [49, 46], is another Monte Carlo radiosity
algorithm that simulates the trajectory of the light particles. Unlike the previous
ones, the Multipath method uses global lines instead of local ones. It belongs
to a family of methods that use random global lines to transport energy, called
by different authors global radiosity, global Monte Carlo or transillumination
methods [32, 47, 60].

Global lines are independent on the surfaces or patches in the scene, in
contraposition to local lines, used in the classic methods, which are dependent
on the patches they are cast from. Global lines can take advantage not only
from the closest intersection but also from all the intersections with the scene.
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The Multipath method shows that it is possible to simulate a random walk
by generating a global density of lines. We have to note that in the Multipath
algorithm each light particle follows a path from state to state, the states being
the patches in which the environment is discretized. So a particle in state i
(patch i) will go to state j (patch j) according to a transition probability that
is given by the form factor Fij . So the density of lines has to be the same as
the density of lines used to estimate the form factors in [44], that submits on
each patch a distribution of exiting lines with the desired transition probabilities
(form factors density). The global density of lines is obtained in the same way
as in [44] (for instance by generating pairs of random points on the surface of a
sphere that bounds the scene (see also [8, 10] for variations on this scheme)).

Note also that each global line will simulate the exchange of energy between
several pairs of patches. In this way, every global line contributes to the advance
of many simultaneous random paths (Fig. 2.7). So the name of Multipath is
due to the fact that, at every moment, the state of the system can be interpreted
as that of a scene with many paths, some of which are advanced simultaneously
by each global line.

The Multipath method has seen a further development in [2, 4]. In [6, 5]
the multipath was used in order to compute animated environments. And the
transillumination algorithm has been further developed in [62] and [57] in order
to generalize it for non-diffuse environments. These methods used the painter
algorithm to generate global lines in bundles.

Source Source

Figure 2.7: From left to right, a global line (the thick continuous one) makes
two paths advance at once. Considering bi-directionality of the global lines, two
other paths will also advance in the reverse direction of the line. On the right
side, the exit point on each patch is random.

2.4.1 The Multipath algorithm

The multipath algorithm works as follows: a predetermined number of random
global lines are cast using, for instance, pairs of random points on an enclosing
sphere. Each line will produce an intersection list, and the list is traversed taking
into account each successive pair of patches. Each patch (if not emitter) stores
two quantities. One records the power accumulated, and the other the unshot
power. For every pair of face to face patches along the intersection list, the first
patch of the pair will transmit its unsent power to the second patch of the pair.
So the unshot energy of the first patch is reset to zero, and the two quantities
at the second patch, the accumulated and the unsent energy, are incremented.
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In the case of a source a third quantity is also kept, the emitted power per line
exiting the source. This power is precomputed in the following way: Given the
number of lines to cast, the forecast number of lines passing through any source
is found. This number of lines, for a planar patch, is proportional to the area
of the patch and it can be computed using Integral Geometry methods [43].
The division of the total source power by this number of forecast lines gives
the predicted power of one line. Then, if the first patch of a pair is a source
patch, the power transported to the second patch of the pair will also include
this predicted power portion. Considering bi-directionality, the same process is
applied for the second patch of the pair of face to face patches. In Fig. 2.8 the
multipath algorithm is presented.

In Fig. 2.8 the element j on power[j] and powerPerRay[j] are only non-
zero if j is a light source. The unshot[j] corresponds to the unshot power of
patch j, that is, the power brought by the last line that has hit patch j, and
that will go with next line hitting j. In fact, the unshot[j] simulates the dis-
tribution of non-primary power. Finally, powerPerRay[j] will be precomputed
by dividing power[j] by the forecast number of lines that will cross the patch,
which for a planar patch is proportional to its area.

The main advantages of the multipath over a classic (local line based) ran-
dom walk approach are the simultaneous advance of different paths thanks to
global lines (see figure 2.7), and the simulation of different logical paths by single
geometrical one (see figure 2.9).

A drawback of the Multipath method is that in its first stages the distribution
of power is only possible from light sources, and so most of the lines cast in these
first stages (the lines that do not cross any light source) are wasted. To avoid
this behavior a preprocess, called first shot (see section 2.4.2), is done [7, 63].

2.4.2 First Shot Algorithm

The need for a first shot was pointed out very soon in the multipath method
[49]. The idea of the first shot is to smooth the emissivities in the scene so that
the multipath method can compute the interreflections more efficiently.

The first shot shoots the power of the sources onto the other surfaces of the
scene (see figure 2.10). After that, the patches that have received some power
will be the new sources instead of the original ones. In this way the method
increases the emission of other surfaces by the reflection of the received power
and then power transported by global lines (or bundles of parallel lines) is more
efficient. The algorithm is shown in figure 2.11.

The multipath method, as other global line methods, is only efficient in
smoothed scenes, with more or less equilibrated emittance occupying a large
part of the scene. For this reason a first shot distributing direct illumination
before applying the algorithm is necessary (see [7] and [63]).

2.5 ΦT Shooting Random Walk Algorithm

Sbert presented in [45] a study of complexity of a shooting random walk method
with the estimators named ΦT

1−Ri
, ΦT

Ri
and ΦT , where ΦT is the sum of all

powers for all the sources and Ri is the reflectivity for a given patch i. In order
to compare the different estimators the variance of the radiosity estimator for
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begin multipath

Read scene geometry

Create unshot,accumulate,power and powerPerRay vectors

for j=1 to number of patches do

Initialize to zero unshot[j]

Initialize to zero accumulate[j]

Initialize to zero power[j]

Initialize to zero powerPerRay[j]

endFor

for k=1 to number of sources do

Initialize power[k]

Initialize powerPerRay[k]

endFor

for i=1 to number of rays do

Generate a random ray

Compute ordered list of intersected patches

for each pair of face to face patches in the list

transUs12= unshot[patchID1] * reflectivity[patchID2]

transUs21= unshot[patchID2] * reflectivity[patchID1]

accumulate[patchID1]= accumulate[patchID1] +

transUs21

accumulate[patchID2]= accumulate[patchID2] +

transUs12

unshot[patchID1]= transUs21

unshot[patchID2]= transUs12

if power[patchID1] > 0

Power12= powerPerRay[patchID1] *

reflectivity[patchID2]

accumulate[patchID2]= accumulate[patchID2] +

Power12

unshot[patchID2]= unshot[patchID2] + Power12

endIf

if power[patchID2] > 0

Power21= powerPerRay[patchID2] *

reflectivity[patchID1]

accumulate[patchID1]= accumulate[patchID1] +

Power21

unshot[patchID1]= unshot[patchID1] + Power21

endIf

endFor

endFor

Create Radiosity vector

for j=1 to number of patches do

Radiosity[j]= (accumulate[j] + power[j]) / Area[j]

endFor

end multipath

Figure 2.8: The Multipath algorithm.
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patch lpatch i

patch k

patch j

Figure 2.9: In the Multipath method a path can contribute to the emission of
power from several patches. In this case, path [i,j,k,l] simulates paths [i,j,k,l],
[j,k,l] and [k,l].

LS

(a) (b) (c)

Figure 2.10: First shot method. (a) Scene with a light source (LS) and and
two objects. (b) The light source sends its energy to the scene. (c) The walls,
floor and the objects received energy from the light source. The dash-dot line
represents the light source and the thick lines represent surfaces which have
received some energy.
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begin firstShot

Create received and power vectors

for i=1 to number of patches do

Initialize to zero received[i]

Initialize to zero power[i]

endFor

for i=1 to number of sources do

Initialize power[i]

endFor

for i=1 to number of patches do

if power[i] > 0

numberOfRays= power[i] * totalLocalRays /

totalPower

powerPerRay= power[i] / numberOfRays

for k=1 to numberOfRays do

Generate a random ray from the surface

Find the first intersected patch j

received[j]= powerPerRay * reflectivity[j]

endFor

endIf

endFor

end firstShot

Figure 2.11: The First Shot algorithm.

each patch is used. To study the complexity, Sbert studied the variation in
cost when the different parameters change but keep the same variance or MSE.
Three estimators were defined, the first estimator only scores a patch where the
path dies, the second scores all the patches in the trajectory except where it
dies, and the third scores all the patches in the trajectory (see figure 2.12). This
gives a strong intuitive reason to consider the latest estimator as the best of all
three. Sbert also presented a mathematical support for this intuition.

patch lpatch i

patch k

patch j

patch lpatch i

patch k

patch j

patch lpatch i

patch k

patch j

Figure 2.12: Three estimators for a shooting random walk. From left to right,
ΦT

1−Ri
estimator only scores a patch where the path dies, ΦT

Ri
estimator scores all

the patches in the trajectory except where it dies, ΦT estimator scores all the
patches in the trajectory.

In chapter 3 we introduce a first improvement to the multipath method, the
so called extended first shot and in chapter 4 in presented an adaptive extension
of the multipath method and the ΦT shooting random walk method is used as
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a reference in order compare with them.

2.6 Stochastic Iteration Method

Szirmay-Kalos presented in [57] a new method based on an stochastic iteration
scheme (see [58]), where a random operator is selected randomly in each itera-
tion. This new method is a finite element based iteration method, which uses a
set of ray bundles to transfer energy in a single random direction.

The concept of stochastic iteration has been proposed and applied for the
diffuse radiosity problem in [32, 33, 34, 60]. The basic idea of stochastic iteration
is that instead of approximating the transport operator in a deterministic way,
a much simpler random operator is used during the iteration which for most of
the cases has the same behavior than the real operator.

Szirmay-Kalos basically used two operators: the first one used a single ray
based transport operator and the second operator is a ray bundle based opera-
tor. The first operator uses a single ray having a random origin and direction
generated with a probability that is proportional to the cosine weighted radi-
ance of this point. This ray transports the whole energy to the point which is
hit by the ray. For non-diffuse scenes also it is necessary to cast a ray from the
eye to the hit point in order to compute the energy that will receive the eye.

The second operator transfers the radiance of all surface points of the scene
in a single random direction. The algorithm works as follows: the scene is
tessellated in patches and it is assumed that a patch has uniform radiance in a
given direction (but this does not mean that the patch has the same radiance
in every direction, thus the non-diffuse case can also be handled). In order to
evaluate the transport operator a random direction and a plane perpendicular
to this random direction are defined, the so called transillumination direction
and plane, respectively. The plane is decomposed in n × n pixels. All patches
from the scene are projected into the transillumination plane and it is computed
which patches are visible from a given patch, in other words, the projected area
of a patch that is visible from a given patch. This computation is done counting
the number of pixels that two face to face patches have in common after the
projection. Finally for each patch in the scene the transfer of energy is done
using the common projected areas between patches. For non-diffuse scenes it is
also necessary to send the radiance from the previous random direction to the
eye.

In chapter 5 we present a computational model for the execution, in a parallel
architecture, of the stochastic iteration method. Also we have compared this
method, which is the most efficient from the different algorithms worked out in
[32, 60, 62, 57] with the multipath method.

2.7 Summary

In this chapter, we have first presented the most important concepts in global
illumination and given a short introduction about the rendering and radiosity
equations. Second the Monte Carlo method is explained briefly. The Multipath
method, which is a Monte Carlo technique, has been reviewed. Finally a local
line Monte Carlo and the Stochastic Iteration method are also reviewed.



Chapter 3

Extended First Shot

In this chapter we present a first improvement to the Multipath method (and,
in general, to all global line methods). The improvement is the overcoming of
the bad behavior of the global line methods when dealing with scenes where
only a small number of patches are visible from the light sources. In section 3.2
we present our algorithm, that extends the so called first shot (see section 2.4.2)
to smooth the undistributed radiosity further all over the scene. In sections 3.3
and 3.4 the implementation and results are presented. Finally a summary is
given in section 3.5. The results in this chapter are published in [7].

3.1 Introduction

The need for a first shot was pointed out very soon in the multipath method
[49]. The idea of the first shot is to shoot the power of the sources onto the
other surfaces of the scene. In this way the method increases the emissivity of
the other surfaces by the reflection of the received power, so that the multipath
method can compute more efficiently the interreflection of all patches (see figure
3.1 and 3.3(a)).

LS

(a) (b) (c)

Figure 3.1: First shot method. (a) Scene with a light source (LS) and an object.
(b) The light source sends its energy to the scene. (c) The walls, floor and the
object received energy from the light source. The dash-dot line represents the
light source and the thick lines represent surfaces which have received some
energy.

This algorithm works fine but in some cases it is inefficient. If a lot of patches
of the scene are visible from the sources, the first shot will work well because all

25
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these patches receive energy. But what happens if just a few patches are visible
from the sources (see figure 3.2)?. After the first shot just the patches that
are visible will have received energy. Then the global pass of the Multipath
simulation will work inefficiently because we waste a lot of global lines not
transporting energy at all (see figure 3.3(b)).

LS

(a) (b) (c)

Figure 3.2: An example where first shot method is inefficient. (a) Scene with a
light source (LS) and an object. The light source is pointing to the ceiling. (b)
The light source sends its energy to the scene. (c) The walls and ceiling received
energy from the light source. At the end of the process just a small number of
patches received energy from the source. The dash-dot line represents the light
source and the thick lines represent surfaces which have received some energy.

LS

(a) (b)

Figure 3.3: After the first shot step a set of global lines is cast in order to
transport energy between surfaces. (a) After the first shot from figure 3.1 most
of the lines transport energy. (b) After the first shot from figure 3.2 some lines
do not transport energy at all. The dash-dot line represents the light source
and the thick lines represent surfaces which have received some energy (from
the first shot step). We use the same distribution of global lines in both (a) &
(b) cases.

3.2 Proposed algorithm

We propose a new algorithm to solve this inefficiency. The new algorithm ap-
plies the distribution of power using local lines. In the first step of the new
algorithm, we smooth the scene sending rays from the sources (we leave some



3.2. PROPOSED ALGORITHM 27

energy undistributed so as not to waste the lines, used in the global step, hit-
ting the original sources). After this first step, we use the patches that received
energy from the sources as new sources and apply the first shot anew (leav-
ing again some energy undistributed, and only the patches with unsent energy
greater than a predetermined threshold are used as new sources). This process
is repeated until the unsent energy of all the patches is below the threshold or
after a predetermined number of steps. We call this new algorithm extended
first shot (see figure 3.4).

In section 2.4.2 we stated the necessity of the first shot. An important
parameter is the relationship between number of local lines used in the extended
first shot and the number of global lines in the second step (Multipath method)
of the simulation, in order to improve the second one. In [45, 46] the optimal
ratio (local lines/global lines) for the first shot was approximated by

Nl
Ng

=

√

√

√

√

nint(1−R2
ave)(1−Rave)

(
R2

s(1−Rave)
f

+ 2R3
s)

(3.1)

where

• Nl is the number of local lines cast,

• Ng the number of global lines,

• Rave is the average reflectivity of the scene,

• Rs is the reflectivity of the “secondary” sources,

• nint is the average number of intersections a random line has with the
scene,

• f is the total area of the patches visible from the sources.

We have used this ratio also for the extended first shot method. We suppose
that after the extended first shot all (or almost all) of the patches will have
received energy. Thus we take the value of f equal to one.

It is important to note that this new algorithm is different from the ones in
[17] and [52]. Here we leave some energy undistributed in the sources, instead
of sending the whole of it, thus the global lines, in the global step, are not
wasted when hitting most of them. We leave the same undistributed energy
(or radiosity) for all the patches and for all the steps in the extended first shot
simulation. This undistributed energy (the threshold used in our algorithm)
corresponds to the average radiosity of the scene, given by

Rave · ΦT
AT · (1−Rave)

(3.2)

where

• Rave is the average reflectivity of the scene,

• ΦT is the total power of the original sources,
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LS

(a) (b)

(c) (d)

(e) (f)

Figure 3.4: First three steps of the extended first shot for a simple scene. (a)
Scene with a light source (LS) and an object. The light source is pointing to
the ceiling. (b) The light source sends most of its energy to the scene. (c)
The walls and ceiling receive energy from the light source and are marked as a
new sources. (d) The new sources send their energy to the scene (leaving some
energy undistributed). (e) Most of the scene patches have received some energy.
(f) One more iteration using local lines. At the end of the process most of the
patches have received energy. The dash-dot line represents the light source and
the thick lines represent surfaces which have received some energy.
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• AT is the total area of the scene.

We use the average radiosity of the scene as a threshold because most of
the patches will have a final radiosity value around the average. We have also
considered as threshold a defined error (by the user) as a maximum error for
the whole scene and we obtained similar results.

3.3 Implementation

The pseudocode of the extended first shot algorithm is presented in figure 3.5

begin extendedFirstShot

for i=0 to totalPatchNumber do

radiosity[i]= emittance[i]

unshotRadiosity[i]= emittance[i]

endFor

// The threshold is given by the average radiosity

// of the scene

threshold=(reflectanceScene*totalPowerOfOriginalSources)/

(totalArea * (1 - reflectanceScene))

maximumNumberOfShots= numberOfShotsDefinedByUser

for j=0 to maximumNumberOfShots do

for i=0 to totalPatchNumber do

if (unshotRadiosity[i] > threshold)

// The powerPerLine is defined by the user

numberOfLines= ( area[i] * (unshotRadiosity[i] -

threshold))/powerPerLine

for k=0 to numberOfLines

patchID= firstIntersectedPatch()

emittedRadiosity= powerPerLine / area[i]

receivedRadiosity= (reflectance[patchID] *

powerPerLine)/ area[patchID]

radiosity[patchID]= radiosity[patchID] +

receivedRadiosity

unshotRadiosity[patchID]=

unshotRadiosity[patchID]+receivedRadiosity

unshotRadiosity[i]= unshotRadiosity[i] -

emittedRadiosity

endfor

endif

endfor

endfor

end

Figure 3.5: Extended First Shot algorithm.
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3.4 Results

In this section we compare the performance of our extended first shot algorithm
against the first shot and ΦT local Monte Carlo algorithms [45] (see section 2.5).
After the extended first shot and the first shot algorithms we have applied the
Multipath method in order to obtain a complete radiosity solution.

Images for the three different methods are presented in figure 3.6. In figure
3.7 we compare the three methods against a reference solution (generated with
a ΦT local Monte Carlo method with 16 million rays). All the presented results
are the average of 6 executions. In figure 3.7 we show the results of the three
algorithms for a scene where the illumination of the source is directed against
the ceiling (see figure 3.6). All three images have the same number of lines
but both with multipath method have a different distribution of these lines
(see equation 1). For the first shot method, we took Rave = 0.577, Rs = 0.7,
f = 0.073, nint = 2.1. In this case Nl

Ng
= 0.41, thus the number of global

lines is more than twice the number of local lines. For the extended first shot
method, taking Rave = 0.577, Rs = 0.577, nint = 2.1 and f = 1.0 the ratio
Nl

Ng
is 1.06. With f = 1.0 we suppose that after the extended first shot all the

patches have some energy (it doesn’t matter the amount). In figure 3.7 we see
that the extended first shot and the local Monte Carlo methods are better than
the first shot method and in figure 3.8 we compare (using the same values as
in the previous figure) the extended first shot method against the local Monte
Carlo method. We see that there is no difference between both methods.

In figure 3.9 we compare the three methods for the same scene as in figure 3.6
but now we have directed the illumination of the source towards the floor. The
multipath method has a different distribution of lines than before (see equation
3.1). For the first shot method, we took Rave = 0.577, Rs = 0.65, f = 0.67,
nint = 2.1. Thus Nl

Ng
= 0.85, which means 20% more global lines than local lines.

For the extended first shot method, taking Rave = 0.577, Rs = 0.577, nint = 2.1
and f = 1.0 the result of Nl

Ng
is 1.06, which is the same as in the first scene (that

is, our heuristic for the extended first shot does not difference between the two
cases). In figure 3.9 we see that the extended first shot and the first shot are
better than the local Monte Carlo method (as already demonstrated in [46] for
the first shot case) and the extended first shot method has not any noticeable
improvement over the first shot method.

3.5 Summary

This chapter presents an improvement of the first shot method which allows the
overcoming of the bad behavior of the multipath algorithm (an in general, of
global line methods) when dealing with scenes where only a small fraction of the
surfaces are visible from the light sources. This has been done by extending the
so called first shot, to smooth the undistributed radiosity all over the scene. The
result obtained for this kind of scenes is of similar quality to the one obtained
with a pure local random walk method (we have used here for comparison the
best one, as seen in [45]). We have added also a comparison with a well-behaved
scene. For this scene we have shown that the extended first shot does not add
any significant improvement. Our conclusion is that the extended first shot can
be used in both cases because it offers better results than the first shot for scenes
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Figure 3.6: From top to bottom, images generated with the first shot, extended
first shot and local Monte Carlo methods with 1.5 million local lines and the
global method as a second step. Note that the light source is pointing to the
ceiling.
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Figure 3.7: MSE vs number of local lines for the first shot, extended first shot
and local Monte Carlo methods for the scene showed in figure 3.6.
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Figure 3.8: MSE vs number of local lines for the first shot, extended first shot
and local Monte Carlo methods (close up of figure 3.7)
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Figure 3.9: MSE vs number of local lines for the first shot, extended first shot
and local Monte Carlo methods and the global method as a second step for the
scene showed in figure 3.6 but the illumination of the source is towards the floor.

where only a small number of patches received direct illumination and slightly
better solutions than pure local random walk method for well-behaved scenes.
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Chapter 4

Adaptive Multipath

We present in this chapter an adaptive extension of the multipath algorithm
for radiosity. The extension makes use of bundles of parallel lines implemented
with a projection painter’s algorithm, section 4.2. We discuss also the heuristic
for the optimal patch/pixel size ratio and the number of bundles in section
4.3. In section 4.4 we compare global and local algorithms. In section 4.5
the multipath method is made adaptive by importance sampling the projection
directions. Directions transporting more power are more frequently sampled.
In section 4.6 we present a method that deals very well with small polygons or
patches using a Russian roulette like method. Finally we present our conclusions
in section 4.7. The results in this chapter are published in [27].

4.1 Introduction

In the chapter 2 was introduced the equation of the form factor integral (see
equation (2.8)). If we interchange in the form factor integral the order of inte-
gration, we get:

Fij =
1

Ai

∫

Ω

(
∫

Ai

cos θi
π

Vj(xi, ω)dAi

)

dω (4.1)

The geometrical meaning of the inner integral of the equation (4.1) is shown
in figure 4.1. It represents the common projected area of the patches i and j
on a plane perpendicular to ω. This common area can be approximated by a
bundle of parallel lines or with pixel rasterization. In this way it is possible to
compute the form factor (or the exchange of energy) between two patches for a
single direction.

4.1.1 Painter’s Algorithm

Here we briefly review the painter’s algorithm. This algorithm received its name
from the process that the painter does when painting. First, the painter paints
the background, i.e. sky, ground, etc. Then the far objects, then the nearer
ones until all foreground objects are painted.

A very similar technique can be used for rendering objects in a three dimen-
sional scene. The algorithm is based on depth sorting and works as follows: Sort

35



36 CHAPTER 4. ADAPTIVE MULTIPATH

Pp

j

i

Figure 4.1: Bundle of parallel lines that exiting patch i goes to patch j. Pp is a
plane perpendicular to the direction of the bundle and the thick lines represent
the common projected area of the patches i and j onto the plane Pp.

all polygons according to their z value (usually the maximum z value is used)
then draw polygons from back (maximum z value) to front (minimum z value).
See the algorithm in figure 4.2.

begin painter

Read all polygons

Create a projection plane

Clear the projection plane

Sort all polygons according to z value (i.e. minimum

to maximum)

Draw Polygons (from back to front) onto the

projection plane

end

Figure 4.2: The basic painter’s Algorithm

Note that the projection of all polygons is done in a projection plane. This
plane is divided in n ×m square cells, where n and m can be defined by the
user and the cells are usually called pixels. The pixel is a square cell with width
and height equal to one.

In [35] Newell et al. proposed a set of tests in order to avoid errors in the
projection process for the painter’s algorithm. Consider that polygons are sorted
according to their smallest z value. In figure 4.3 a polygon p2 with the greatest
depth is compared to the other polygons (in this case with polygon p1) in the
list to determine whether it is going to be projected first onto the projection
plane Pp. If no depth overlap occurs (in z direction) polygon p2 is projected.

In case where a depth overlap is detected at any position in the list, then
it is necessary to do some additional comparisons to determine if the polygons
should be reordered. The following four tests (from one to four) have to be done
for each polygon that overlaps with polygon p2.

1. The bounding boxes in the xy plane for two polygons do not overlap.



4.1. INTRODUCTION 37

x

y

x

z

p1

p2

p2

Pp

Pp

p1

Figure 4.3: Polygon p2 is projected first into projection plane Pp. There is no
overlapping in z direction.
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Figure 4.4: There is overlapping in z direction but not in x direction.
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Figure 4.5: Polygon p1 is behind (inside) the overlapping polygon p2.
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Figure 4.6: Polygon p2 is in front of (outside) the overlapping polygon p1.

2. Polygon p2 is completely behind the overlapping polygon relative to the
viewing position.

3. The overlapping polygon is completely in front of p2 relative to the viewing
position.

4. The projections of the two polygons onto the view plane do not overlap.

If all the overlapping polygons pass at least one of these tests (it is not
necessary to do the following additional tests), none of them is behind p2. Then
no reordering is necessary and p2 is projected.

To perform test 1, first check for overlap in the x direction and then check
in the y direction (see figure 4.4). For test 2 and 3, substitute the coordinates
for all vertices of p2 into the plane equation for the overlapping polygons and
check the sign of the result (see figures 4.5 and 4.6). In test number 4 check the
intersections between the bounding boxes of the two polygons.

There are some exceptions where it is possible for the algorithm to get into
an infinite loop if two or more polygons alternatively occludes (see figure 4.7).
For this case, a solution is to flag a polygon that has been reordered so that it
cannot be reordered again.

In this dissertation the last case is not possible because all the elements in
our scenes are closed objects (differential manifold objects).

4.2 Multipath with Bundles of Parallel Lines

Using bundles of parallel lines instead of single lines will allow us to improve the
line casting process, as is explained in [49, 46]. One way to get this improvement
is the use of ray-coherence acceleration. In this section we present the use of
bundles of parallel lines.

Following the idea presented in [49, 46], the bundle of parallel lines is created
as follows (see figure 4.9). First the scene is enclosed in a sphere. Then a random
point is selected on the surface of the sphere. Third, an orthogonal plane to
the sphere is created. We call this plane the projection plane. The bundle of
parallel lines is perpendicular to the projection plane. Finally, all patches are
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Figure 4.7: Polygons alternatively occludes each other.

projected onto the projection plane. This plane is divided in n × m cells or
pixels. This is summarized in the algorithm in figure 4.8.

begin parallelRays

Read scene and create the enclosing sphere

Compute a random point on the sphere

Create a projection plane (n x n pixels)

Clear pixels of the projection plane

For i=0 to total patches do

// i.e. painter’s algorithm

Project patch i onto projection plane

endFor

end

Figure 4.8: Creation of a bundle of parallel lines.

The main difference between this algorithm and the one explained in [49, 46]
is in the use of the ray-coherence on the creation of a single global parallel line.
In [49, 46] a single global line is cast from every cell on the projection plane. In
our approach, the bundle of parallel lines is simulated using a general purpose
polygon filling algorithm (in our implementation we have used the painter’s
algorithm). Every pixel (on the projection plane) simulates a global line because
all the patches that are projected in the same pixel are represented in the list
of intersected patches the line made with the scene (see figure 4.10)

The projection plane resolution is defined by the user and always is a rect-
angular plane tessellated in n×m pixels. The projection plane is the minimum
rectangle (that fits in every iteration) where it is possible to project all polygons
for all possible projection directions.

4.2.1 Simulation of a Bundle of Parallel Lines

The projection patch process is based on the painter’s algorithm (see section
4.1.1 and [62, 57]). Before projecting, the patches are sorted using the z value of
the middle point of the patch. Then every patch is projected onto the projection
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Figure 4.9: Bundle of parallel lines, where S is the sphere that encloses the
scene, B is the bundle of lines, P is the projection plane orthogonal to S and
N is the normal to the projection plane.
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Figure 4.10: Simulation of a global line using painter’s algorithm. Four poly-
gons p1, p2, p3, p4 are projected onto the projection plane Pp. On the right side
of Pp (between brackets) appears the list of polygons for every pixel. The list
simulates the intersection of all polygons the global line made with the scene.
d is the projection direction.
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plane. If the patch normal points in the same direction as the plane normal,
then the pixel is painted with the patch index, and labeled as back. If the patch
normal and the plane normal are opposite, then the exchange of power takes
place and the pixel is cleaned, and patch is labeled as front. This is summarized
in the algorithm in figure 4.11.

begin painter

Sort all patches by their z value

For i=0 to total number of patches do

If patch i is front then

For j=0 to total number of pixels for patch i do

patch k= read pixel[j]

exchangePower(k,i) // between patches k and i

clean pixel j

endFor

else

write i into pixel j

endIf

endFor

end

Figure 4.11: Simulation of a set of global parallel lines using painter’s algorithm.

The exchange power function is similar to the multipath single line imple-
mentation (see section 2.4). The average time complexity of this algorithm is
O(N logN) due to the sorting step, where N is the number of patches.

Note that sorting according to the z coordinate of the middle point of the
patches does not always give the correct order in which patches may hide each
other. This problem can be solved by applying the tests presented in section
4.1.1 (see original painter’s algorithm [35]). On the other hand, in scenes tes-
sellated for radiosity, the error of neglecting these tests is usually negligible.
Another solution is to store the complete list of patches in each pixel, together
with the z-values [32].

4.2.2 Final Algorithm

Combining the algorithms from sections 4.2 and 4.2.1 (figures 4.8 and 4.11,
respectively), the algorithm that transfers power by a bundle of parallel lines is
in figure 4.12.

4.2.3 Exchange of Energy

The energy exchange is done between a pair of patches (after they are projected
onto the projection plane). Furthermore, all patches that exchange power have
to be face to face.

Let us consider the radiosity transfer between two patches in the selected
direction. If the radiosity of the source patch s is Bs, then the average incoming
radiosity of the receiver patch r due to the source is

Bs · A(s, r)

Ar
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begin parallelRays

Read scene and create the enclosing sphere

Compute a random point on the sphere

Create a projection plane

Clear pixels of the projection plane

Sort all patches by their z value

For i=0 to total number of patches do

If patch i is front then

For j=0 to total number of pixels for patch i do

patch k=read pixel[j]

ExchangePower(k,i) // between patches k and i

clean pixel j

endFor

else

write i into pixel j

endIf

endFor

end

Figure 4.12: Creation of a bundle of parallel lines using the painter’s algorithm.

where

• A(s, r) is the area on the projection plane through which the source is
visible from the receiver (see figure 4.13),

• Ar is the projected area of the receiver.

Note also that A(s, r) is symmetric, thus bi-directional transfers, when the
roles of the source and the receiver are exchanged, require no additional com-
putation.

As,rAr As

Figure 4.13: After the projection of the patches s and r onto the projection
plane, whereAs and Ar are the projected area of the patches s and r respectively,
and As,r is the common projected area, this is, the area through which patch s
is visible from patch r.
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4.3 Optimization

In order to reduce the error of the final radiosity result it is possible to apply
some techniques to the algorithm presented in section 4.2.2. In this section
we present two solutions, and also we explain why the first shot process is so
important for the multipath method (and all global line methods) in order to
improve the result of this global line step.

4.3.1 Optimal Patch/Pixel Size Ratio

Line-bundle algorithms trace many parallel lines simultaneously. Obviously, if
the computation time is limited, increasing the number of lines in a single bundle
requires the reduction of the number of bundles and vice versa. The question is
to find the optimal number of lines in a single bundle. Note that the algorithm
estimates the projected size of the patches as the number of intersected lines
multiplied by the area of the pixels. Due to the Monte-Carlo nature of the
algorithm, the expected value of this estimation should give back the exact
projected area. This requirement is met until the projected area is not less than
a single pixel. However, for sub-pixel size patches, bias occurs, since polygon
filling algorithms always assume that the height and width of a filled polygon
are at least one (see section 4.1.1). Considering this limit and that for efficiency
reasons this value should be kept to a minimum, we have selected the heuristics
of using a patch/pixel size of about 1.

Experimental evidence supports our heuristics. For instance, we fixed the
total number of lines to 106, and cast bundles keeping this total (i.e., one bundle
with 106 lines, 10 bundles with 105 lines, etc.) In figure 4.14 (bottom) we can
see that when the pixel area increases the execution time also increases, because
every bundle has a small number of lines and then it is necessary to cast a lot
of bundles (thus we lose the benefit of coherence). In figure 4.14 (top) we see
the error against the pixel area. From this figure we can determine that the
executions with pixel area around 0.04 are the best ones, because at this point
the error starts to keep more or less in the same level. But this value 0.04
corresponds precisely to the average pixel area for the test scene (consisting of
1166 polygons divided in 3818 patches, the office scene in Figure 4.15).

4.3.2 Number of Bundles

Now we have to find the minimum number of bundles to obtain a good image.
We used the test scene in figure 4.15 with different number of bundles, 30, 50, 70
and 100. With 30 and 50 bundles the ceiling looks still noisy, with 70 bundles the
noise starts to disappear and with 100 bundles the scene looks acceptable. Then,
for this case, around 100 bundles are enough in order to obtain an acceptable
image. Another test scene with increased complexity (figure 4.16) showed that
200 bundles were enough for a good quality image. Although other factors like
average reflectivity can also influence the number of bundles needed, from these
and additional results we believe that for most scenes these values are fairly
acceptable.
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Figure 4.14: From top to bottom, pixel area vs error (MSE) and pixel area
vs time (seconds) for one million global lines (100 bundles with 10 thousand
parallel lines per bundle). These results are for the office scene (figure 4.15)
consisting of 1166 polygons divided in 3818 patches.
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Figure 4.15: A test scene rendered with different number of bundles, from top
to bottom and left to right 30, 50, 70 and 100, respectively. The scene has 1166
polygons divided in 3818 patches. A first shot with 105 local lines was used.
The execution time (for the global step) is 4.37, 5.78, 7.74 and 11.4 seconds
respectively in a Linux Suse Pentium Xeon 500Mhz.
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Figure 4.16: A test scene rendered with different number of bundles 80 (top)
and 200 (bottom) with 10 thousand parallel lines per bundle. The scene has
1130 polygons divided in 22718 patches. A first shot was used. The execution
time (for the global step) is 21.56 and 69.45 seconds respectively in a Linux Suse
Pentium Xeon 500Mhz. Note that no Gouraud shading was done.

4.3.3 First Shot

The need for a first shot was pointed out very soon in the multipath development
[49]. In chapter 3 (see also [7]) an extended first shot has been used to further
smooth the scene in problematic cases, and a heuristics was given for the ratio
local/global lines. However, this ratio is to be reconsidered here, firstly because
the cost of a line within a bundle is much lower than a single line, and secondly
because we are counting now the number of bundles, not of lines. From section
4.3.2 it is clear that here the number of local lines is independent of the number
of bundles. Thus, the number of lines selected for the first shot will be taken just
to assure a correct direct illumination. This issue can be addressed in a similar
way as done in a local or classical Monte Carlo approach. This is, either the user
can be shown the successive direct illumination iterations and he can stop them
when he is satisfied with the image quality, or we can fix a threshold for the
Mean Square Error for direct illumination and run iterations till this threshold
is attained. The MSE is computed on the fly either using sample variances or
plugging the obtained radiosity values into the closed formulae for variances (see
for instance [45]). Note that we completely decouple here direct illumination
from indirect one, although we have to compute first direct illumination.

4.4 Comparing Global and Local Algorithms

Here we will compare the multipath vs. the stochastic ray algorithm [57] (see
section 2.6), as the most efficient of the different algorithms worked out in
[32, 60, 62, 57]. On the other hand, we will compare multipath with a ΦT
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shooting random walk (local Monte Carlo) algorithm (see section 2.5), shown
to be the best (local) random walk algorithm in [46, 45]. Both global algorithms
will use the results of sections 4.2 and 4.3.3, and are developed under the same
implementation of the global bundles. In addition, the seed for the bundle
direction is fixed so they use exactly the same directions. The results appear in
figure 4.17.

In figure 4.17 (bottom) we see that the error for different number of bundles
is practically the same, in both stochastic and multipath algorithms, with a
very slight advantage for multipath from 100 bundles on. As for the time, we
see from figure 4.17 (top) that the cost is also the same (this is not strange as
we use exactly the same projection technique for both). Our conclusion is that
both methods perform quite similar. Now, to compare a global algorithm with
first shot with a classical Monte Carlo one, we must consider the need of the
first shot for the global one. This means that in usual scenes the advantage
of the global over the local algorithm will be in the computation of secondary
illumination. This is clearly shown in figure 4.19, which shows a detail of figure
4.18. Figure 4.19 (bottom), corresponding to the multipath algorithm with a
cost of 208 seconds, shows a much better ceiling illumination than figure 4.19
(top), corresponding to the local MC algorithm with a higher cost of 223 seconds.

4.5 Adaptive Algorithm

This section presents and adaptive approach where the directions are obtained
with importance sampling according to the transported power. The hemisphere
of directions is divided into regions of area Ωi. Each region i is given an initial
weight φi by sampling uniformly one direction in each, the weight is being
proportional to the transported power. Then the regions are sampled according
to the (normalized) weights φi and a direction is chosen randomly in the selected
region. The transported power per line in the bundle is corrected by dividing
it with the quantity 2πφi/Ωi. The weights are corrected after each bundle
transport. Results are shown in figure 4.20.

Both images in figure 4.20 were obtained with a first shot and 200 bun-
dles. Compare the much superior quality of the right image obtained with the
adaptive multipath algorithm against the left one without adaptivity. This test
scene, where there is an important difference in the power transported in dif-
ferent regions, is particularly well fitted to show the benefits of the algorithm.
Obviously the less disequilibrium between the different hemispherical regions,
the less is the obtained benefit. Note however that the extra cost incurred by
the adaptive algorithm is negligible, thus it could be used for all cases.

4.6 Dealing with Small Patches

As stated, the algorithm correctly calculates the expected projected patch size
if the projected area is greater than one. Small, i.e. sub-pixel size patches may
introduce errors. This problem could be solved by increasing the resolution,
but it would also increase the computational cost. Fortunately, the correct
expectation can also be obtained by a Russian roulette like algorithm which
considers small patches only randomly with a probability that is proportional
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Figure 4.17: Comparison of stochastic vs multipath algorithm. From top to
bottom, number of bundles vs error (MSE) and number of bundles vs time
(seconds). These results are for the office scene (figure 4.15) consisting of 1166
polygons divided in 3818 patches.
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Figure 4.18: From top to bottom, the images were generated with local Monte
Carlo and Multipath with painter’s algorithm. The scene has 1130 polygons
divided in 22718 patches. A first shot was used. The execution time (for the
global step) is 223 and 208 seconds respectively in a Linux Suse Pentium Xeon
500Mhz. No Gouraud shading was done.
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Figure 4.19: From left to right, the images were generated with Monte Carlo
local and Multipath with painter’s algorithm. The scene has 1130 polygons
divided in 22718 patches. A first shot was used. The execution time (for the
global step) is 223 and 208 seconds respectively in a Linux Suse Pentium Xeon
500Mhz. No Gouraud shading was done (close-up from the ceiling in fig. 4.18).

Figure 4.20: From left to right, the images were generated with Multipath and
Adaptive Multipath. The light source is pointing to the ceiling.
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to their size (see figure 4.21).

line

pixel

line

pixel

projected area

projected patch area / pixel area

           with
        probability:

Figure 4.21: If the projected patch area is smaller than the pixel area, then
the patch is used with a probability given by the projected patch area divided by
the pixel area .

The algorithm basically checks if the projected area of the patch is smaller
than the pixel area. If this is true then a random value (between 0 and 1) is
generated. Note that the pixel area is one because the width of every pixel is
one (see section 4.1.1). If the random value is smaller than the projected area
of the patch then it is considered that the pixel is covered by the patch. In the
other case the patch is discarded. The algorithm is in figure 4.22.

begin russianRoulette

// pixel area = 1

If projected patch area < pixel area

x= random value between 0 and 1

If ( x < projected patch area )

Project patch onto projection plane

endIf

else

Project patch onto projection plane

endIf

end

Figure 4.22: For patches with projected area smaller than the pixel area a
Russian Roulette based algorithm is applied.

Adding the Russian Roulette based algorithm from figure 4.22 to the algo-
rithm that computes a bundle of parallel lines presented in figure 4.12 (section
4.2.2), we obtain the algorithm in figure 4.23.

An image obtained with the Russian-roulette like algorithm is shown in figure
4.24. The added cost of this improvement is about 2%, which is a very small
penalty for the highly increased image quality.
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begin parallelRays

Read scene and create the enclosing sphere

Compute a random point on the sphere

Create a projection plane

Clear pixels of the projection plane

Sort all patches by their z value

For i=0 to total patches do

// pixel area = 1

If projected patch i area < pixel area

x= random value between 0 and 1

If ( x < projected patch i area )

projection(i)

endIf

else

projection(i)

endIf

endFor

end

begin projection(i)

If patch i is front then

For j=0 to total pixels of patch i do

patch k= read pixel j

ExchangePower(k,i) // between patches k and i

clean pixel j

endFor

else

write i into pixel j

endIf

end

Figure 4.23: Creation of a bundle of parallel lines using the painter’s algorithm.

Figure 4.24: From left to right, the images were generated with Multipath and
Multipath dealing with small patches.
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4.7 Summary

In this chapter we have presented an adaptive version of the multipath algo-
rithm based on bundles of parallel lines. The bundles of lines are simulated
using the painter algorithm. Directions are importance sampled according to
the transported power. Small patches or polygons with subpixel size area are
dealt with in a Russian-roulette like manner. Heuristics are given for the opti-
mal patch/pixel ratio and the optimal number of bundles. The stochastic and
multipath algorithms using painter projection are compared, showing that both
of them perform quite similar. Also, the best classical Monte Carlo algorithm
is outperformed by ours, being our main advantage in computing secondary
illumination.
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Chapter 5

Parallel Implementation of
the Global Line Method

We present in this chapter a parallel implementation of the Multipath and the
stochastic iteration methods in a virtual shared memory parallel computer. In
sections 5.2 and 5.3 we give the sequential and parallel implementation of the
Multipath method, respectively. In section 5.4 the results about these imple-
mentations are presented. In section 5.5 a computational model is elaborated
which shows the dependency between number of processors and the number of
iterations for the stochastic iteration parallel implementation. In section 5.6
an approach is presented in order to find the optimal number of iterations the
parallel execution has to do before exchanging information. In section 5.7 an
analytic model is presented in order to compute efficiently the number of sam-
ples. Finally conclusions are given in section 5.8. The results in this chapter
are published in [26, 30].

5.1 Introduction

The global illumination algorithms are computationally very expensive, which
means that in order to obtain a high quality image, with a lot of polygons or
patches, may take hours. This high cost makes researchers in the area to look
into parallelization alternatives to reduce it (see [11, 12, 13, 40, 41, 66]).

Task farm (or naive) Monte Carlo parallelization is based on the fact that
we can decompose a Monte Carlo computation with n lines or rays into m
independent smaller ones with n/m rays each with no loss in precision (see [1],
[47] and [67]). The main drawback of this technique is that the whole data
have to be replicated. Also, the n/m solutions have to be sent to the processor
which combines all results, and this can be a penalty if the communications
between processors are slow (as in a local area network of computers with a
small bandwidth communication channel), reducing thus the theoretical optimal
speed-up. To avoid this, we have chosen to implement our parallel solution on
a shared memory computer SGI Origin 2000. This allows us to keep a single
copy of the scene and the combination of all results is no longer an issue.

55
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5.1.1 Parallel execution of Monte-Carlo Algorithms

Monte-Carlo algorithms generate the solution of a problem in the form of a
random variable. The mean of this random variable is the real solution and
the variance converges to zero with increasing computational effort. In this
section, we justify that these methods are generally suited for parallel execution.
Suppose that two independent versions of a Monte-Carlo algorithm are executed
for the solution of the same problem using N samples each, providing random
variables ξ1, ξ2. The means of these random variables are the same. Generally,
the variance of a Monte-Carlo method will be inversely proportional to the
number of independent samples used (see section 2.2). Thus the variance σ̂2

will be the variance σ2 of a single sample divided by the number of samples,
i.e. σ2/N . Suppose that at the end of the parallel computation, the random
variables of the parallel threads are averaged. The mean does not change,
however, the variance of the final estimator is:

σ̂2 = V

(

ξ1 + ξ2
2

)

=

1

4
(V (ξ1) + V (ξ2) + 2 · Cov(ξ1, ξ2)) =

σ2

2N
+

1

2
Cov(ξ1, ξ2)

where Cov(ξ1, ξ2) is the covariance of the two random variables. If the two
random variables are independent, then the covariance is zero and thus the
variance is halved. This independence can usually be provided by inserting a
different seed to the random-number generators used by the two processes.

Since the Monte-Carlo estimate is a sum of many independent or weakly
correlated samples, it can be supposed to have normal distribution according
to the central limit theorem. Examining the shape of the Gaussian probability
density, we can conclude that this type of random variables are closer to their
mean than three times the standard deviation σ̂ with probability 0.997. Thus
with 99.7% confidence we can say that the probabilistic error bound of the
algorithm is 3 · σ̂.

If different parallel implementations need to be compared, the error bound,
i.e. the standard deviation is a good measure for comparison. Note that in our
case, the algorithm should simultaneously evaluate the 1-bounce, 2-bounce, etc.
transfers, and obtain the final result as their sum. The importance of different
bounces is not the same, since higher order bounces have less contribution to the
final results. Thus it is worth assigning a weight to the number of samples used
for the evaluation of different bounces when different algorithms are compared.
The contribution of a k order bounce is in average the contribution of a k −
1 order bounce times the contraction ratio of the integral operator. Let us
denote this contraction ratio by a. In global illumination rendering this factor is
determined by the average albedo of the scene and by how open the environment
is.

Thus if the total contribution of the 1-bounce transfers is C, then the average
contribution of the i-bounce transfers is ai−1 ·C. Suppose that a given algorithm
generates N1 samples for the estimation of the 1-bounces, N2 for the 2-bounces,
etc. and Nn samples for the n-bounces while not providing any samples for
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the bounces of order greater than n. Since the algorithm does not compute the
bounces greater than n, the radiance estimate will be biased. The order of this
bias error is

εbias = C ·
(

an+1 + an+2 + . . .
)

= C ·
an+1

1− a
.

Comparing the primary estimators of two different bounces, we can notice two
important differences. On the one hand, a higher order bounce has smaller
expected value due to the ai−1 factor. On the other hand, the estimator of the
higher order bounce is a higher dimensional random variable. If we can assume
that the second effect is not relevant for the variance of these estimators, then the
variance of the i bounce is a2(i−1) · σ2

1 where σ2
1 is the variance of the primary

estimator of the first bounce. Assuming that the estimates for the different
bounces are independent, the variance of the computed radiance is:

σ2
1

(

1

N1
+
a2

N2
+
a4

N3
+ . . .+

a2(n−1)

Nn

)

.

As stated, the stochastic error bound is 3 times the standard deviation with
99.7% confidence level, thus the probabilistic error bound of the Monte-Carlo
estimate is

εMC = 3σ1 ·

√

1

N1
+
a2

N2
+
a4

N3
+ . . .+

a2(n−1)

Nn
.

The total error of the algorithm is εbias + εMC in the worst case. Since the
total contribution of all bounces is in the order of C/(1− a), the relative error
is:

an+1 + 3(1− a) ·
σ1

C
·

√

1

N1
+
a2

N2
+ . . .+

a2(n−1)

Nn
.

When a parallel algorithm is designed, this error must be minimized taking
into account the constraint of the computational time and processing power.
Parameters such as the contraction a and the relative variance of the first-
bounce σ1/C depend on the scene to be rendered. However, parameters n,
N1, . . . , Nn are defined by the rendering algorithm, thus they can be controlled
to minimize the error.

5.2 Sequential Implementation

In chapter 4 we presented an implementation of the Multipath method based
on the painter’s algorithm. (see section 4.2.2, figure 4.12). The implementation
uses the painter’s algorithm in order to create a bundle of parallel lines. These
bundles are used for the transfer of energy between the scene polygons.

On the other hand, in section 4.3.3 we explained that before applying the
multipath method, a first shot distributing the direct illumination is necessary
(see first shot algorithm in figure 5.1 and also in section 2.4.2).

Thus the whole algorithm is composed of two steps, the first shot step and
the creation of bundles step. This algorithm is summarized in figure 5.2.

The sendBundle() routine of figure 5.2 corresponds to the algorithm pre-
sented in section 4.2.2 (see figure 4.12). In radiance vector we store the
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begin firstShot(powerPerRay)

for i=0 to total patch number do

if path[i] is a source then

compute number of rays for this source

for j=0 to rays for this source do

send ray

transfer powerPerRay from the source

to the first intersected patch

endFor

endIf

endFor

end

Figure 5.1: First Shot algorithm.

begin painterMultipath

Read scene geometry

Create and initialize radiance vector

firstShot(powerPerRay)

Create and initialize allPatches vector

for i=0 to bundles number do

sendBundle()

endFor

write results

end

Figure 5.2: Algorithm of the multipath method with two main steps: First Shot
step and creation of bundles step.
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radiance representation for every patch. Each vector component is a vec-
tor of three floats that stores the radiosity values of the patch. The vector
allPatches vector stores all polygons points after the projection. Each ele-
ment stores polygon id and point coordinates. bundles number is the number
of times we compute a random bundle for the scene.

We can see that the algorithm is basically divided into four parts. The first
one loads all the data, the second part applies the first shot, the third one carries
out the multipath method using random bundles, and the final part writes the
results. In figure 5.3(a) we can see how all these tasks are structured in our
implementation.

The ”load data” means that it is necessary to read all the scene data. The
scene data is divided into two parts: the geometry and the radiance repre-
sentation. Then it is necessary to read the geometry, and create and ini-
tialize the radiance vector. Also we have to create and initialize variable
allPatches vector.

Write results basically is the computation of the final radiance for each
patch using the information stored in the radiance vector and write these results
to a file.

It is easy to see that the computational intensive parts are the loop with
sendBundle() function and the firstShot() function. The idea is then to
execute both functions in parallel.

5.3 Parallel Implementation

Basically we have two regions in our code: the sequential region and the parallel
region. In our case the parallel region includes the loop tracing the number of
bundles and the first shot step. The sequential region consists of three sections.
The first section is loading the data. The second one is the computation of the
results from the first shot. The third one is the computation of the results at the
end of the process. In figure 5.3(b) we can see how all these tasks are structured
in our implementation.

We are using a virtual shared memory SGI Origin 2000 computer to par-
allelize our algorithm. This allows us to have just one copy of the scene for
all processors. The data that are necessary to copy for each processor are the
radiance representation and information about the projected coordinates for
each patch and the projected matrix, because each processor computes its own
projection.

For controlling the parallelization we use C SGI compiler directives. These
directives give us a lot of advantages, i.e. ease to implement, little overhead in
source lines and ease of debugging and fine tuning the code.

Using the C SGI compiler directives the first shot algorithm is shown in figure
5.4, where the directives #pragma parallel local and #pragma shared spec-
ify the local variables and the shared variables for each processor respectively,
and #pragma pfor iterate specifies the parameters for the for loop.

It is important to note that the parallelized loop is not on the highest level.
We tested the highest level loop and found that the parallel code is not balanced
because just a few number of patches are sources, thus some processors are
waiting most of the time. Thus it is much better to use a inner for because
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read scene data

write results

read scene data

first shot first shot

combine results

send bundles send bundles send bundles

first shot

(b)(a)

write results
combine and

send bundles

first shot

Figure 5.3: (a) sequential and (b) parallel execution of the multipath method.

begin firstShot

for i=0 to Total patch number do

if path[i] is a source then

compute number of rays for this source

#pragma parallel local(j)

#pragma shared(sceneData)

#pragma pfor iterate(j=0; rays for this source; 1)

for j=0 to rays for this source

send ray

transfer energy from the source to the first

intersected patch

endFor

endPragma pfor
endPragma shared
endPragma parallel

endIf

endFor

end

Figure 5.4: Parallel implementation of the First Shot algorithm using C SGI
compiler directives.
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in this case each processor computes one local line and then the job is more
balanced.

The painter code using pragmas is in figure 5.5,

where the function mp numthreads() returns the number of processors the
program is using, and mp my threadnum returns the processor id that is execut-
ing function sendBudle(). For instance, if the total number of processors to
use is eight, then the function mp numthreads() will return 8, and the function
mp my threadnum() will return a number from 0 to 7, which is the processor ID
executing the function sendBundle(). These values are used for indexing the
radiance vector and allPatches vector, because we need one copy for each
processor.

begin painterParallel

Read scene

total threads= mp numthreads()

for j=0 to total threads do

Create and initialize radiance vector[j]

Create and initialize allPatches vector[j]

endFor

#pragma parallel local(i,nbThread)

#pragma shared(nbBeam,allPolygons)

#pragma pfor iterate(i=0; bundlesNumber; 1)

for i=0 to bundles number do

nbThread= mp my threadnum()

sendBundle(nbThread)

endFor

endPragma pfor
endPragma shared
endPragma parallel

end

Figure 5.5: Parallel implementation of the multipath method with bundles of
global lines using C SGI compiler directives.

This implementation requires more memory than the sequential one, because
each processor has to compute its own projection. The main variables that grow
are radiance vector (radiance representation), allPatches vector (projected
coordinates for all patches) and projection plane. The vectors length depends
of the total number of patches. In figure 5.3 (b) we can see how all these tasks
are structured in our implementation.

5.4 Results

Speed-up and efficiency are measures that show how well a program has been
parallelized. Let T (P ) be the turnaround time for P CPUs. The speed-up
Sp(P ) and efficiency Ef(P ) are defined as:

Sp(P ) =
T (1)

T (P )
, Ef(P ) =

Sp(P )

P
P = 1, 2, 3, . . . , n
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50 bundles 100 bundles 200 bundles
Processors P Sp(P ) Ef(P ) Sp(P ) Ef(P ) Sp(P ) Ef(P )

2 1.815 0.9075 1.934 0.9670 1.962 0.981
4 3.241 0.8102 3.404 0.8511 3.436 0.859
6 4.617 0.7696 4.702 0.7837 4.752 0.792
8 5.985 0.7481 6.180 0.7720 6.262 0.7827

Table 5.1: Speed-up Sp(P ) and efficiency Ef(P ) for 50, 100 and 200 bundles
and P processors.

Figure 5.6 and table 5.1 show the speed-up and efficiency of the multipath
implementation for the scene in Figure 5.8 with different number of bundles.
We can see that our implementation shows a good speed-up and efficiency.

Scalability shows how the efficiency Ef(P ) remains constant over a large
number of processors. Following this idea, we can see from figure 5.6 (b) and
table 5.1 that the multipath implementation has a good scalability.

Figure 5.7 (a) shows that the error, for the multipath method, is independent
of the number of processors used given the same number of computed bundles.
There is however a small deviation of the error for the 50 bundles case. This
is due to the fact that multipath algorithm is biased (although asymptotically
unbiased [46]). Let us consider for instance the limiting case of one bundle
per processor. In this case, only direct illumination would be propagated (or
using a first shot, second bounce illumination). As far as the number of bundles
per processor grows, this small penalty in bias error is reduced, being already
negligible for the 200 bundles case. In figure 5.7 (b) we can see the execution
time for all cases shown in table 5.1.

All executions with 50 and 100 bundles used 1 million local rays for the first
shot step, and all executions with 200 bundles used 2 million local rays.

Figure 5.8 shows two images computed with 1 and 8 processors, respectively.
The number of bundles used were 200 and 2 million local rays were used for the
first shot step. The scene has 1166 polygons that were divided into 19792
patches.

The scene in figures 5.9 and 5.10 has 1130 polygons that were divided into
102804 patches. We used 8 million local lines and 200 bundles and the total ex-
ecution time was 204 seconds with 8 processors. The same image was computed
with a single processor in 1282 seconds.

5.5 Computational Model for Parallel Stochas-
tic Iteration

In section 4.4 we compared the multipath vs. the stochastic ray algorithm [57],
which is the most efficient from the different algorithms worked out in [32, 60, 62,
57], and our conclusion is that both methods perform quite similar. Following
the idea that both algorithms behave in a similar way, we have constructed a
theoretical model of the global line algorithm with bundles of parallel lines using
the stochastic iteration (see section 2.6).

Suppose that a stochastic iteration scheme is executed on P processors.
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Figure 5.6: From top to bottom, Speed-up and efficiency for the multipath
method using painter’s implementation for 50, 100 and 200 bundles.
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50, 100 and 200 bundles.



5.5. COMPUTATIONAL MODEL 65

Figure 5.8: Images obtained with multipath with 200 bundles and 2 million
local rays. The total execution time was (left) 838 seconds with 1 processor and
(right) 99 seconds with 8 processors. The scene has 1166 polygons and it was
divided in 19792 patches.

Figure 5.9: Image obtained with multipath with 200 bundles and 8 million
local rays. Radiosities were computed in 204 seconds with 8 processors. It took
1282 seconds using a single processor.

Figure 5.10: Same scene as in figure 5.9 from a different point of view. Image
obtained with multipath with 200 bundles and 8 million local rays. Radiosi-
ties were computed in 204 seconds with 8 processors and 1282 seconds with 1
processor.
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Each processor iterates I steps independently, then they exchange their results
and averaging takes place. For huge scenes information exchange could mean
heavy data transfer. To be general, let us suppose that only Sth portion of the
total information is transferred to each processor during an exchange. Setting
S to specific values different communication strategies can be modeled. For
example, if S is 1, then we get a star topology where each processor can get
the results of all other processors. If S is equal to 1/P , then we can model a
round robin scheme, where a processor sends its results only to a single other
processor. Finally with arbitrary S < 1 value, we can simulate the case when
only a fragment of the data is read from each processor in order to reduce the
communication overhead.

If there is an exchange after each Ith step, then the total available time T
is devoted to N number of iterations and N/I number of exchanges. A single
iteration and exchange requires Ti and P · S · Te times, respectively. Thus the
total time T is:

T = N · Ti +
N · P · S

I
· Te, (5.1)

from which the number of iterations is

N =
T · I

Ti · I + Te · P · S
. (5.2)

The crucial design decisions are the appropriate selections of P , S and I , i.e.
determining the number of processors that can effectively be used, the fraction
of the information exchanged, and after how many iterations the processors
should exchange their results. Increasing the number of processors adds more
computational power but also increases the communication time, thus we can
reach a level where adding new processors does not increase the speed. The fre-
quency and the scale of information exchange are also a matter of contradicting
criteria. On the one hand, if I is too small or S is too big, then the frequent
information exchange may slow down the process. On the other hand, if I is
large and S is small, then the samples produced by the different processors are
not combined with each other, which decreases the number of samples. In the
next section, this problem is approached as an optimization problem, and the
optimal I and S values are determined.

5.6 Calculation of the Sample Numbers

Let us first consider an iteration when the processors run independently, and let
us denote the number of generated paths of length k at step n by sn(k). Since
in each step each processor introduces a new 1-bounce sample:

sn+1(1) = sn(1) + P (5.3)

On the other hand a single processor stores every P th path and each processor
advances all paths by one while also keeping the previous samples, thus we can
write:

sn+1(k + 1) = P ·
sn(k)

P
+ sn(k + 1) = sn(k) + sn(k + 1), k ≥ 1. (5.4)
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Now we assume that before executing a single iteration step, the processors
exchanged their information. As before, each processor introduces a new 1-
bounce sample:

sn+1(1) = sn(1) + P. (5.5)

On the other hand, a single processor stores now every Sth previous path and
each processor advances all the stored paths by one while also keeping the
previous samples, thus we can write:

sn+1(k + 1) = P · S · sn(k) + sn(k + 1), k ≥ 1. (5.6)

As mentioned, processors exchange their data after each Ith step. The run
between two subsequent exchanges is called phase.

If the number of iterations is N , a complete run of the algorithm consists of

K(I) =
N

I
=

T

Ti · I + Te · P · S
(5.7)

number of phases. Taking into account that in Monte Carlo methods the
variance (stochastic error) is inversely proportional to the number of samples,
the stochastic error can be obtained at the end of the algorithm (see section
2.6). The error will be a function of P, I and S. The design objective is to
minimize the variance as a function of the free parameters.

5.6.1 Numerical Experiments

In order to show the dependence between P, I and S, we carried out two kinds of
numerical experiments. First, we assumed that the available computation time
is 1 minute, measured the iteration and exchange time on a Origin 2000 SG
computer (Ti = 4.5 sec, Te = 0.05 sec) and obtained the number of iterations
accordingly. Figures 5.11 and 5.12 show the error curves for different number
of processors and for different phase lengths.

Note that according to the error curves the introduction of a new proces-
sor increases the accuracy and the length of independent cycles and the frac-
tion of the exchanged information do not affect the error significantly. This
phenomenon can be explained in the following way. Exchanging information
increases the samples used for the higher order bounces, which are significant
only if the average albedo (contraction) is close to one. On the other hand,
frequent and large scale information exchanges steals time from the processors
thus they can compute less number of samples, which increases both the Monte-
Carlo error and the bias if the contraction is close to one. The two effects seem
to well compensate each other.

In the second kind of experiments, the error is fixed to 10% and we examined
the computation time required by 1-16 processor systems. The results are in
figure 5.14, which exhibits an interesting feature. If the contraction is high, then
the introduction of additional processors only slightly decrease the computation
time. This is due to the fact, that higher order bounces need high iteration
numbers in which parallelization cannot help.
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Figure 5.11: Stochastic error as a function of the processors P for different
average albedos (T = 1 min, σ1/C = 1, P = 8, S = 1)
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iteration cycles) for different average albedos (T = 1 min, P = 8, S = 1)



5.6. CALCULATION OF THE SAMPLE NUMBERS 69

0.045

0.05

0.055

0.06

0.065

0.07

0.075

0.08

0.085

0.09

0.095

0.1

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

er
ro

r

S

a=0.2
a=0.4
a=0.6
a=0.8

Figure 5.13: Stochastic error as a function of the fraction of information ex-
changed after each step (T = 1 min, P = 8, I = 1)

0

50

100

150

200

250

300

2 4 6 8 10 12 14 16

tim
e

P

a=0.2
a=0.3
a=0.4
a=0.5
a=0.6
a=0.7
a=0.8

Figure 5.14: Computation time as a function of the number of processors



70 CHAPTER 5. PARALLEL IMPLEMENTATION

5.7 A Simplified Analytic Model: Effective Sam-
ple Number

According to the previous section, the optimal processor number, phase length
and computation strategy must be defined correctly in order to minimize the
variance given the available computational time. Unfortunately, the goal func-
tion cannot be obtained in closed form and used directly during the optimization.
In this section a simplified approach is used that allows analytical treatment.
For the sake of notational simplicity, we assume that S is 1. Since the variance
is a quadratic operator, we shall assume that the contribution of a k bounce
light path to the general variance of the estimator is a2k times the contribution
of the 1-bounces (a is the average albedo). This leads to the definition of effec-
tive sample number, which is the weighted number of samples of different length
used for the estimation of different bounces:

E =
∑

s(k) · a2k, (5.8)

where s(k) is the number of samples generated for the estimation of k-bounces.
When developing parallel algorithms, this effective sample number is intended
to be maximized.

1

100

10000

1e+006

1e+008

1e+010

1e+012

0 20 40 60 80 100 120 140 160

ef
fe

ct
iv

e 
sa

m
pl

e 
nu

m
be

r

1/standard deviation

a=0.2
a=0.3
a=0.4
a=0.5
a=0.6
a=0.7
a=0.8

Figure 5.15: Effective sample number as a function of the reciprocal of the
standard deviation.

In figure 5.15 the effective sample number was plotted against the stochastic
error obtained by the formulae of the previous section. Note that there is a
monotonous dependence between the two quantities for any practical contrac-
tion value, i.e. they can be used instead of the other when ranking different
algorithms.

Let us first consider an iteration when the processors run independently.
Using equations (5.3) and (5.4) a recursive expression can be obtained for the
number of effective sample numbers:

En+1 = sn+1(1) + sn+1(2)a2 + . . .+ sn+1(n+ 1)a2(n+1) =

(sn(1) + P ) + . . .+ (sn(n) + sn(n+ 1))a2(n+1) = P + (a2 + 1)En.
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This recursive expression can be expanded, thus the effective number after
I − 1 steps is

EI−1 = P + (a2 + 1)EI−2 = P + (a2 + 1)(P + (a2 + 1)EI−3) =

P + (a2 + 1)P + . . . (a2 + 1)(I−2)P + (a2 + 1)(I−1)E1 =

P
(a2 + 1)(I−1) − 1

a2
+ (a2 + 1)(I−1)E1.

Assume that before executing a single iteration step, the processors ex-
changed their information. Substituting equations (5.5) and (5.6) into the for-
mula of effective sample numbers we can obtain

En+1 = P + (Pa2 + 1)En.

Now a complete phase is examined which starts with a combined step then
executes I − 1 independent steps. Merging the previous results together, the
effective sample number at the end of the phase is:

EI = P
(a2 + 1)(I−1) − 1

a2
+ (a2 + 1)(I−1)(P + (Pa2 + 1)E1) =

P
(a2 + 1)I − 1

a2
+ (a2 + 1)(I−1)(Pa2 + 1)E1 = A+BE1.

A complete run of the algorithm consists of K(I) number of phases, thus
the effective sample number at the end of the algorithm can be obtained as

EN = A+BEN−I = A+B(A+BEN−2I)) =

A+BA+B2A+ . . . BK−1A+BKE0 = A
BK − 1

B − 1

since E0 is zero. Note that this formula is available in analytic form, thus its
derivative can be made equal to zero in order to find the optimum point.

5.8 Summary

In this chapter we have presented a parallel implementation of the multipath
algorithm for radiosity with bundles of lines. The implementation has been
done on a shared memory SGI Origin 2000 computer using the SIR rendering
framework [25]. Tests have been carried out for 2 to 8 processors, showing good
scalability.

A theoretical model for the analysis of the efficiency and to find the optimal
configuration has also been presented. The model allowed to study the effect
of the algorithm parameters and parallelization strategies on the error of the
computation, and also to propose optimal settings for those parameters. Using
theoretical considerations and also simulations, we concluded that stochastic
iteration can handle the interdependency problem of classical iterations algo-
rithms. It means that with the proper randomization of the algorithm, the
threads of different processors can run almost independently and we do not
have to slow down them with frequent information exchange.
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Chapter 6

Representative Projection

In this chapter we present a hardware based implementation of the Multipath
method, using the OpenGL’s depth buffer. In section 6.2 we introduce a method
that uses the depth buffer once in each iteration step. The depth buffer rep-
resents stochastically a bundle of parallel global lines crossing the scene. The
transfer of energy is done using two opposite depth buffer planes with the projec-
tion of all scene patches onto them. In section 6.3 we present an implementation
that uses multiple depth buffers and exploits coherence between them. In this
implementation the scene is divided in sections and just the patches that are
part of a section are projected onto the depth buffer. Finally we present the
conclusions in section 6.4. The results in this chapter are published in [28, 29].

6.1 Introduction

Suppose that in a global direction the maximum distance of the patches from
the projection plane is between zmin and zmax. Let us generate a uniformly
distributed random number z between zmin and zmax and place a clipping
plane at z. The clipping plane will be the one which is orthogonal to the global
direction, is at distance z from the reference plane and thus can be considered
as a translated projection plane. After defining a window on the clipping plane
to include the projection of all patches, let us run two depth buffer hardware
renderings, one with GREATER and the other with LOWER settings, together
with the enabling and disabling of the two half-spaces on the two sides of the
clipping plane. Reading back the images we have a set of mutually visible pixels
(patches), which can be used to exchange energy. We will consider here that this
exchange stochastically represents all the exchange in this direction. A patch
will exchange energy only with a given probability. Thus for each pair of pixels
(that simulates a global line segment) the energy exchange is divided by this
probability.

6.1.1 Probability that a Plane Crosses between Two Patches

Suppose that in a scene (see figure 6.1) we generate a global random direction.
Following the idea presented above, this direction defines the Z-axis of the
scene. In figure 6.1 the Z-axis is parallel to the scene wall just for the sake of
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Zd1
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P

LS

Figure 6.1: The probability that the plane P , orthogonal to Z-axis, crosses
between object O1 and the ceiling is given by the distance between the object
and the ceiling Zd1 divided by the maximum distance in the scene Zdist. In
a similar way, the probability that P crosses between O2 and LS is given by
Zd2/Zdist.

simplicity. Let us generate a uniformly distributed random number z between
zmax and zmin that defines a random point RP , and a plane P orthogonal
to the Z-axis is placed at RP . Now, what is the probability that plane P falls
between points z12 and z11?. The probability is the distance between z12 and
z11, Zd1, divided by the maximum Z distance (zmax − zmin) in the scene,
Zdist. Similarly, the probability that the plane P is between points z22 and
z21 is Zd2/Zdist. Note that the OpenGL pipeline scales the Z values to be
in [0..1] before writing them into the z-buffer. It means that at the end of
the transformation pipeline Zdist = 1, thus the calculation of the probabilities
needs only one subtraction (the distance between two points).

6.2 A Hardware Based Implementation

In this section we present the algorithm that uses the OpenGL’s depth buffer
in order to transfer the energy between patches.

6.2.1 A Single Depth Buffer Implementation

The bundle of parallel lines is obtained as follows: First, a random direction
RD is selected. This direction defines the Z-axis. Then a random point RP
between the minimum and maximum values of Z is selected (see figure 6.2(b)).
The projection plane is defined incident to RP and orthogonal to RD (see figure
6.2(c)), and will be used two times with two opposite viewing directions. All
patches are projected onto the projection plane from the two directions using
the OpenGL’s depth buffer (see figure 6.4). Finally, the exchange of power
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Figure 6.2: From top to bottom and left to right: We have a simple scene with
two objects and a light source (LS). A random direction RD and a random
point RP are selected. Two planes with opposite normals (P1 and P2) are
created incident to RP , and are decomposed into n × m pixels. Projection
directions (D1 and D2) are defined. D1 has the same direction as RD, while
D2 is opposite to D1.
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is computed between the corresponding pixels of the two rendering steps (see
figure 6.5). This is summarized in the algorithm presented in figure 6.3.

begin sendBundle

Compute a random direction RD (defining the Z-axis)

Compute a random point RP between minimum and maximum

values of Z

Create two opposite projection planes (orthogonal to RD,

defined at RP and nxm (width and height) size)

Define the projection directions

Clear the projection planes

Project patches between minimum Z and RP onto projection

plane 1 using a depth buffer

Project patches between RP and maximum Z onto projection

plane 2 using a depth buffer

For i=0 to projectionPlaneWidth do

For j=0 to projectionPlaneHeight do

coord1 = i * projectionPlaneWidth + j

index1 = projectionPlane1[coord1]

coord2 = i * projectionPlaneWidth +

projectionPlaneWidth - j - 1

index2 = projectionPlane2[coord2]

compute Z distance between allPatches vector[index1]

and allPatches vector[index2] using the Zvalues in

the depthBuffer

Exchange power between allPatches vector[index1] and

allPatches vector[index2] divided by the Z distance

endFor

endFor

end sendBundle

Figure 6.3: Creation of a bundle of parallel lines using a depth buffer.

The discretized projection planes are represented by matrices with n × m
pixels (n, the plane width, and m, the plane height, are defined by the user) and
they store the closest patch IDs that are projected onto them. The two polygons
identified by the IDs in the corresponding positions (for the two projection
planes, see figure 6.5) will exchange power. The exchange power function is
similar to the multipath single line implementation, explained in section 2.4.
The only difference is that now the power is divided by the probability that the
plane crosses between two patches. This probability is given by the subtraction
of the two Z values as read out from the z-buffer (see section 6.1.1).

Note that the projection plane is a plane tessellated in n×m pixels, defined
by the user, and this resolution is fixed because it is too expensive to change
the resolution (using OpenGL) at every iteration. Thus projection plane is the
minimum rectangle where it is possible to project onto it all the patches of the
scene for all generated random directions.
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LS

Figure 6.4: The patches of figure 6.2 are projected onto the projection planes.
We obtain two images, where the corresponding pixels identify those patches
that see each other from the opposite side of the projection plane.

LS

Figure 6.5: The exchange of energy is done between corresponding pixels of
the two projection planes.
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6.2.2 Results

We have implemented the presented algorithm in the SIR rendering framework
[25] in C++ and run the program on an SGI Octane computer with a MIPS
R12000 270 MHZ IP30 processor. A complete rendering consists of the compu-
tation of the first-shot, i.e. the determination of the direct illumination, and the
multipath step that computes the indirect illumination. The first shot step was
implemented with local lines, although a hardware based implementation can
also be used [63]. In this step 4 million local lines were used. We evaluate here
only the performance of the multipath step since the proposed algorithm does
not alter the first shot computation. We used two test scenes. The “big room”
scene (figure 6.7) consists of 1130 polygons that have been subdivided into 27282
patches. The “office” scene (figure 6.9) contains 547 polygons decomposed into
26322 patches. The resolution of the depth buffer is 100×100 pixels for both test
scenes. It means that every bundle of parallel lines has 10,000 global lines. The
new algorithm could render these scenes in 5.75 and 5.8 seconds respectively
(the time of the first shot step is not included), while the painter algorithm im-
plementation (see section 4.2) needed 40.72 and 37.3 seconds respectively. This
corresponds to a speed up of 7. In figures 6.6(bottom) and 6.8 we plotted the
number of bundles vs the time in seconds for the “big room” and the “office”
scenes, respectively. The performance of the depth buffer implementation is
clearly better than the painter implementation.

In figure 6.6(a) we see that the error for a different number of bundles is
practically the same, in both depth buffer and painter algorithms, with a very
slight advantage, for a small number of bundles, for the painter’s implementa-
tion. This difference is because the probability that a plane crosses between
two patches is very small when the distance between them is small too. For
example, in figure 6.7(a) the table patches near the wall (which is not visible in
the image) received almost no energy and in figure 6.7(b) the same table patches
have better illumination results.

On the other hand, the depth buffer implementation shows better results in
open spaces. For example, in figure 6.7(a) the ceiling looks better than in figure
6.7(b). Also in figure 6.9(a) and (b) we can see an improvement in the ceilings’
illumination.

6.3 Multiple Representative Projections

The algorithm presented in [28] and explained in section 6.2.1 uses one double
projection plane for each random direction. Here we present a variant using
several projection planes for the same random direction. The aim is to exploit
coherence between projection planes for each iteration in order to improve the
efficiency.

6.3.1 A multiple depth buffer implementation

The bundles of parallel lines are obtained as follows: First, a random direction
RD is selected. This direction defines the Z-axis. Using this direction all the
scene patches are transformed into a new coordinate system and all patches
are sorted using the z value of one of their vertices. Second, the minimum and
maximum values of Z are computed. With these values the scene is divided
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Figure 6.6: Comparison of the multipath method using the painter’s algorithm
with the OpenGL’s depth buffer implementation. We plotted (top) the error
vs the number of bundles and (bottom) the time in seconds vs the number of
bundles, for the “big room” scene (see figure 6.7).
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Figure 6.7: The images of the “big room” scene obtained with Multipath with
OpenGL depth buffer (upper) and with painter’s algorithm (lower). Both images
were generated with 4 million local rays for the first shot and 100 bundles for
the indirect illumination. The rendering of the second step for the upper image
took 5.75 seconds and for the lower one 40.72 seconds on a SGI Octane
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Figure 6.8: Comparison of the multipath method using the painter’s algorithm
with the OpenGL’s depth buffer implementation. We plotted the time in seconds
vs the number of bundles for the “office” scene (see figure 6.9).
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Figure 6.9: The images of the “office” scene were obtained with Multipath
with OpenGL’s depth buffer (left) and with painter’s algorithm (right). Both
images were generated with 4 million local rays and 100 bundles. The second
step took 5.8 seconds (left) and 37.3 seconds (right) on a SGI Octane.

in N equal intervals (where N is a user defined parameter, see figure 6.10(top-
right)). Third, a random point RP between the minimum and maximum values
of Z for each interval is selected (see figure 6.10(top-right)). The window plane,
i.e. the projection plane, is defined incident to RP and orthogonal to RD (see
figure 6.10(bottom-left)), and will be used two times with two opposite viewing
directions. This is repeated for all the intervals. Fourth, the projection of all
scene patches is made in two steps. In the first one, there is a traversal from the
minimum to the maximum value of Z for the whole scene. But only the patches
that are part of the first interval are projected onto the projection plane using
the OpenGL’s depth buffer. After the projection, a copy of this projection plane
is made. Here it is possible to exploit the coherence between projection planes.
The projection plane for the second interval is the sum of the first projected
plane plus the projected patches that are between this interval. For the rest
of the intervals the same operation is applied. For example, figure 6.11(left)
represents the P4 projection plane of figure 6.10(bottom-right), where P4 =
P1+P2+P3 plus the projected polygons between RP3 and RP4 (note that in
this case, there is no polygon in this interval). In a second step the traversal is
made from the maximum to minimum value of Z. Finally, the exchange of power
is done between the corresponding pixels of the two projection planes of each
interval (see figure 6.12). Thus, for example, the first projection plane of the
minimum-to-maximum traversal step exchanges energy with the last projection
plane of the maximum-to-minimum traversal step. This is summarized in the
algorithm presented in figure 6.13.

The discretized projection planes are represented by images of n ×m pixel
resolution (n and m are defined by the user) and they store the closest patch
IDs that are projected onto them. The two polygons identified by the IDs in
the corresponding positions (for the two projection planes, see figure 6.12) will
exchange power as in section 6.2.
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Figure 6.10: From top to bottom and left to right: A scene with two objects
and a light source (LS). A random direction RD is created. The line is divided
into four segments and for each segment a random point RP is selected. A pair
of projection planes P with two opposite normals are created for each segment
incident to RP , and are decomposed into n ×m pixels. Projection directions
(D1 and D2) are defined.

LS

Figure 6.11: Patches between the minimum Z value and the point RP4 and
between the maximum Z value and RP4 (see figure 6.10(bottom-right)), are
projected onto the projection plane P4 (left) and P5 (right), respectively.
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LS

Figure 6.12: Exchange of energy between two projection planes. For example,
the projection plane P4 (left) (see figure 6.10(bottom-right)) exchanges energy
with projection plane P5 (right).

6.3.2 Results

We have implemented the algorithm in the SIR rendering framework [25] in
C++ using the offscreen MESA libraries and run the program on a Pentium IV
1.6 GHz Linux PC computer. A complete rendering consists of the computa-
tion of the first-shot, i.e. the determination of the direct illumination, and the
multipath step that computes the indirect illumination. The first shot step was
implemented with local lines.

We used two test scenes. The “big room” scene (figure 6.14) consists of
1130 polygons that have been subdivided into 27282 patches. The image was
generated with 4 million local lines for the first shot and 100 random directions
for the indirect illumination. The time consumed in each step was 86.61 and
15.16 seconds, respectively. The “office” scene (figure 6.15) contains 547 poly-
gons decomposed into 26322 patches. Four million local lines were cast in the
first step and 100 bundles in the second one. The time consumed was 68.46
and 14.96 seconds, respectively. The resolution of the depth buffer is 128×128
pixels for both test scenes. For both executions 4 pairs of projection planes were
computed in every random direction.

Finally, a comparison between the respective implementations with and
without using coherence of the projection planes showed that the use of co-
herence reduces the computation time of indirect illumination by 50%.

6.4 Summary

In this chapter we have presented two different implementations of the Multipath
method. The first one is a hardware based OpenGL depth buffer implementa-
tion, the second one is multiple offscreen MESA depth buffer implementation.

The first algorithm exploits the coherence of the scene and uses two depth
buffers (with opposite normal) in order to represent stochastically a bundle of
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begin sendBundle

Compute a random direction RD (defining the Z-axis)

Transform the scene (using RD)

Sort all patches (using the Z values)

Compute minimum and maximum Z values

Divide in N intervals the scene

Create RP vector

For k=2 to N+1 do

Compute a random point for each interval and store it

in RP[k]

endFor

RP[1]= minimum Z value

RP[N+2]= maximum Z value

Create 2*N CBuffers and 2*N ZBuffers

Clean depthBuffer

// 2 is the last point of the first interval

For k=2 to N+1 do

For m= RP[k-1] to RP[k] do

Create a projection plane (orthogonal to RD, defined

at RP[k] and nxm resolution)

Project patches (for this interval) onto projection plane

endFor

copy projection plane into CBuffer k-1

copy Z values into ZBuffer k-1

endFor

Clean depthBuffer

idPlane= 1

// 3 is the first point of the last interval

For k=N+2 to 3 do

For m= RP[k] to RP[k-1] do

Create a projection plane (orthogonal to RD, defined

at RP[k-1] and nxm resolution)

Project patches (for this interval) onto projection plane

endFor

copy projection plane into CBuffer N+idPlane

copy Z values into ZBuffer N+idPlane

idPlane= idPlane + 1

endFor

For k=1 to N do

Exchange energy between CBuffer k and CBuffer (2*N)-k+1

endFor

end

Figure 6.13: Creation of a bundle of parallel lines using multiple depth buffers.
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parallel global lines. The scene is divided by these two depth buffers and the
transfer of energy is done by reading back the images of the depth buffers after
the projection of all patches onto them. We demonstrated that the tracing of this
bundle can be computed by graphics hardware. On an SGI Octane computer
this exploitation of the graphics hardware increased the rendering speed by 7
times, and made it possible to render moderately complex radiosity scenes in a
few seconds.

The second algorithm exploits the coherence of the projection planes for each
iteration. The implementation uses global ray bundles to transfer the radiosity.
Note that this implementation is software based because it uses MESA libraries.

Figure 6.14: The image of the “big room” scene consists of 1130 polygons that
have been subdivided into 27282 patches and was obtained with the OpenGL
depth buffer implementation. The radiosity solution was generated with 4 mil-
lion local rays (86.61 seconds) for the first shot and 100 iteration for the indirect
illumination (15.16 seconds). In each iteration 4 pairs of projection planes were
computed.
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Figure 6.15: The image of the “office” scene contains 547 polygons decomposed
into 26322 patches and was obtained with the OpenGL depth buffer implemen-
tation. The radiosity solution was generated with 4 million local rays for the
first shot (68.46 seconds) and 100 iteration for the indirect illumination (14.96
seconds). In each iteration 4 pairs of projection planes were computed.



Chapter 7

Conclusions and Future
Work

7.1 Conclusions

We have presented in this thesis several techniques in order to reduce the com-
putational cost of the generation of global lines in the context of global line
Monte Carlo Radiosity. The global lines are used to transfer the energy be-
tween patches in a tessellated scene.

We have presented in chapter 3 a method that overcomes the bad behavior
of global line methods when dealing with scenes where only a small number of
patches are visible from the light sources. This has been done by extending the
so called first shot, to smooth the undistributed radiosity all over the scene. We
call this method extended first shot algorithm. The method shows, for this kind
of scenes, a similar quality to the one obtained with a pure local random walk
method (we have used here for comparison the best one, as seen in [45]). We
have added also a comparison with a well-behaved scene. For this scene we have
shown that the extended first shot does not add any significant improvement.
Our conclusion is that the extended first shot can be used in both cases because
it offers better results than the first shot for scenes where only a small number
of patches receive direct illumination and slightly better solutions than a pure
local random walk method for well-behaved scenes.

In chapter 4 we have introduced an adaptive version of the multipath method
based on bundles of parallel lines. The bundle of parallel lines is simulated using
a general purpose polygon filling algorithm, like the painter algorithm. For a
given scene all patches are projected onto a projection plane using the painter
algorithm and during the projection process the exchange of energy is done for
a pair of face to face patches. The bundle directions are sampled according
to the total transported power. Small patches or polygons with sub-pixel size
are dealt using a Russian roulette like algorithm. Heuristics are given for the
optimal patch/pixel ratio and optimal number of bundles in order to improve the
performance of the implementation. The stochastic and multipath algorithms
using painter projection are compared, showing that both of them perform quite
similar. Also, the best classical MC algorithm is outperformed by ours, being
our main advantage in computing the secondary illumination.

87
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In chapter 5, we have presented an efficient parallel implementation of the
multipath method with bundles of lines. The implementation has been done on
a shared memory SGI Origin 2000 computer. Tests have been made for 2 to
8 processors, showing good scalability. A theoretical model for the analysis of
the efficiency and to find the optimal configuration for the stochastic iteration
algorithm has also been presented. The model has allowed to study the effect
of the algorithm parameters and parallelization strategies on the error of the
computation, and also to propose optimal settings for those parameters. Using
theoretical considerations and also simulations, we conclude that stochastic iter-
ation can handle the interdependency problem of classical iteration algorithms.
This means that with the proper randomization of the algorithm, the threads of
different processors can run almost independently and we do not have to slow
down them with frequent information exchange.

In chapter 6, we have introduced the representative projection algorithm
with two different implementations of the Multipath method. This algorithm
uses two depth buffers in order to represent stochastically a bundle of paral-
lel global lines. Defining these depth buffers at the same point with opposite
normal, we run them together with the enabling and disabling of the two half-
spaces on the two sides of the projection planes. Reading back the images we
have a set of mutually visible pixels (patches), which can be used to exchange
energy.

The first implementation uses the graphics hardware (depth buffer) in order
to create a bundle of parallel lines. In a given scene a clipping plane is defined
with two opposite depth buffers and all patches are projected onto them. The
result is a set of mutually visible pixels (patches), which can be used to exchange
energy. On an SGI Octane computer this exploitation of the graphics hardware
increased the rendering speed by 7 times with respect to our adaptive version of
the multipath method presented in chapter 4. Thus the implementation made
possible to render moderately complex radiosity scenes in a few seconds.

The second implementation is a software based OpenGL (Mesa) multiple
depth buffer implementation of the multipath method. In this case, the scene
is divided in n intervals and for each interval a clipping plane is defined. For
every clipping plane two opposite depth buffers are created and only the patches
that are in a given interval are projected onto the projection plane. This im-
plementation exploits the coherence of the projection planes for each iteration
because the final projection plane in a traversal is the result of the projection of
the patches of that interval plus the previous projection planes. A comparison
between the respective implementations with and without using coherence of
the projection planes showed that the use of coherence reduces the computation
time of indirect illumination by 50%.

7.2 Publications

The publications that support the contents of this thesis are the following:

• Francesc Castro, Roel Mart́ınez, Mateu Sbert, “Quasi Monte Carlo and
extended first shot improvement to the multi-path method for radiosity”,
Proceedings of the Spring Conference on Computer Graphics SCCG’98,
Budmerice, Slovak Republic, April 1998.
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2000.

• Roel Mart́ınez, Mateu Sbert, László Szirmay-Kalos, “Parallel Multipath
with Bundles of Lines”, Proceedings of the Third Eurographics Workshop
on Parallel Graphics & Visualisation, Girona, Spain, September 28-29,
2000.

• Roel Mart́ınez, László Szirmay-Kalos, Mateu Sbert, Ali Mohamed Abbas,
“Parallel Implementation of Stochastic Iteration Algorithms”, Proceedings
of WSCC’2001, Plzen, Czech Republic, February 2001.
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Monte Carlo algorithm for radiosity”, Proceedings of WSCC’98, Plzen,
Czech Republic, February 1998.
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Conference on Computer Graphics SCCG 2000, Budmerice, Slovak Repub-
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All papers can be retrieved from Roel Mart́ınez’s publications page
(http://ima.udg.es/~roel/publicaciones.html).

7.3 Future Work

7.3.1 Quasi-Monte Carlo Sequences

The multipath method is a Monte Carlo technique that solves the radiosity
problem. This method uses random global lines for the transport of energy. In
[8, 10] was presented a study of the application of quasi-Monte Carlo sequences
to the random sampling of the global lines. These sequences could be used for
the generation of bundles of parallel global lines.
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7.3.2 Hierarchy of Bounding Boxes

In [9] was presented a technique where the scene is subdivided in a hierarchy
of box bounded subscenes, the boxes subdivided in a grid of virtual patches
which store angular information. According to the hierarchy of subscenes a
recursive traversal function allows to compute the transfer of energy (using the
Multipath method) at different levels of the hierarchy. This technique proved to
be 4 times faster than the classical technique. We believe that it is possible to
combine the bundle of parallel lines (using hardware and software techniques)
with the hierarchy of box bounded subscenes.

7.3.3 Graphics cards and Cg

New graphics cards have powerful features: the possibility to perform some
computational tasks directly on the GPU (Graphics Processing Unit) using some
computational tools as the Cg language (see NVIDIA web page
http://www.nvidia.com).

There are many reasons why it is so important to exploit the GPU. One of
the reasons is that the GPU can compute radiosity values using hardware fea-
tures (as vertex and pixel shaders) and this is useful for many graphics systems
because it frees up the CPU for other computationally intensive tasks. Another
reason is that the performance of graphics cards is increasing faster than the
main CPU.

One of the new features of graphics cards is the depth peeling feature. The
depth peeling computes, for a defined random direction and projection plane,
all the possible z values for every single pixel of the projection plane. Thus for
each pixel it is possible to keep a depth-list. Those lists simulate a bundle of
parallel global lines.

On the other hand, non-diffuse version of the multipath method or other
related global line Monte Carlo methods (as Stochastic iteration) are also ideal
target for using Cg hardware based implementations.

7.3.4 Parallelization

Future work will be addressed to parallelize other related global line Monte
Carlo algorithms as the stochastic radiosity one, and the non-diffuse versions of
these algorithms. Non-diffuse algorithms need much more bundles being much
more costly than current radiosity ones to obtain a quality image, and thus are
also an ideal target for parallelization.

The possibility to configure a “cluster” of graphics cards, in a single com-
puter, becomes more and more possible. In this way it is imaginable to perform
a parallel implementation of some global line Monte Carlo Algorithms (as the
Multipath method), where, for example, the GPU computes the radiosity solu-
tion and the CPU perform most of the control tasks.

7.3.5 Improving Representative Projection

In chapter 6 (section 6.1.1) was introduced the probability that a plane crosses
between two patches (by a defined random direction). This probability is given
the distance between the two patches divided by the maximum distance in the
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random direction. If the distance between patches is small then the probability
that a plane crosses between then also is small. Thus the transfer of energy
between this patches is less accurate. In order to improve the result of the
representative projection algorithm for these cases is necessary to find a heuristic
to solve this problem.

Systematic Sampling

In section 6.3.1 is presented a multiple depth buffer implementation of the Multi-
path method. The scene is divided in n intervals and for each interval a random
point is selected and on each point a clipping plane is defined. For every clipping
plane two opposite depth buffers are created and only the patches that are in
a given interval are projected onto the projection plane. Systematic sampling
is a technique than can help us to generated in a better way the points (where
the projection plane is defined) for each interval (see [50]).



92 CHAPTER 7. CONCLUSIONS AND FUTURE WORK



Bibliography

[1] H. Alme, G. Rodrigue, and G. Zimmerman. Domain decomposition meth-
ods for parallel laser-tissue models with monte carlo transport. In Harald
Niederreiter and Jerome Spanier, editors, Proceedings of the Third Inter-
national Conference on Monte Carlo and Quasi-Monte Carlo methods in
Scientific Computing, Claremont, California, USA, June 1998. Springer-
Verlag.

[2] Philippe Bekaert. Hierarchical and Stochastic Algorithms for Radiosity.
PhD thesis, Department of Computer Science, Katholieke Universiteit Leu-
ven, Leuven, Belgium, 1999.

[3] Philippe Bekaert, Laszlo Neumann, Attila Neumann, Mateu Sbert, and
Yves D. Willems. Hierarchical monte carlo radiosity. In G. Drettakis and
N. Max, editors, Rendering Techniques ’98 (Proceedings of Eurographics
Rendering Workshop ’98), pages 259–268, New York, NY, 1998. Springer
Wien.

[4] G. Besuievsky and X. Pueyo. Making global monte carlo methods useful:
An adaptive approach for radiosity. In Actas VII Congreso Español de
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[43] L. A. Santaló. Integral Geometry and Geometric Probability. Addison-
Wesley, New York, 1976.

[44] Mateu Sbert. An Integral Geometry Based Method for Fast Form Factor
Computation. In Computer Graphics Forum (Eurographics ’93), volume 12,
pages C409–C420, Barcelona, Spain, September 1993.

[45] Mateu Sbert. Error and complexity of random walk monte carlo radiosity.
IEEE Transactions on Visualization and Computer Graphics, 3(1):23–38,
January-March 1997.

[46] Mateu Sbert. The Use of Global Random Directions to Compute
Radiosity: Global Monte Carlo Techniques. PhD thesis, Universi-
tat Politecnica de Catalunya, Barcelona, Spain, 1997. Available from
http://ima.udg.es/˜mateu.

[47] Mateu Sbert, Frederic Perez, and Xavier Pueyo. Global Monte Carlo: A
Progressive Solution. In P. M. Hanrahan and W. Purgathofer, editors,
Rendering Techniques ’95 (Proceedings of the Sixth Eurographics Workshop
on Rendering), pages 231–239, New York, NY, 1995. Springer-Verlag.

[48] Mateu Sbert and Xavier Pueyo. Integral geometry methods for form-factor
computation. In Proceedings of the VI Encuentros de Geometŕıa Computa-
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